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AI has enormous potential to improve the quality of health care, enable early
diagnosis of diseases, and reduce costs. But if implemented incautiously, AI
can exacerbate health disparities, endanger patient privacy, and perpetuate bias.
STAT, with support from the Commonwealth Fund, explored these possibilities
and pitfalls during the past year and a half, illuminating best practices while
identifying concerns and regulatory gaps. This report includes many of the
articles we published and summarizes our findings, as well as recommendations
we heard from caregivers, health care executives, academic experts, patient
advocates, and others. It was written by STAT’s Erin Brodwin, a California-based
health tech correspondent, and Casey Ross, national technology correspondent.
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Preface
The Commonwealth Fund is a national philanthropy committed to improving our
health care system. When STAT approached us with the idea of a series on artificial
intelligence (AI) in health care, we saw an important opportunity to shed light on
a trend of huge significance, despite the fact that we don’t have a formal program
on health information technology (HIT) or the related topic of AI. It didn’t hurt,
of course, that as a former national coordinator for health information technology
under the Obama administration, I had personally continued to follow developments in HIT with more than passing interest.
Information is the lifeblood of medicine and thus effective information management
is fundamental to everything our health system does. Data drives the diagnosis
and treatment of illness but also the allocation of health resources, payment for
clinical services, and, indeed, effective responses to public health emergencies, like
pandemics. AI offers opportunities to make better sense of the massive streams
of data flooding doctors’ offices, nursing stations in hospitals, community clinics,
insurance companies and every other nook and cranny of the vast $3 trillion
enterprise that we call our health care system. Making sense of data, in turn, could
mean better quality of care and better health at lower cost.
Nevertheless, our health care system has a fascination with new technologies that
leads, not infrequently, to an overestimation of their value and an underestimation
of their weaknesses and dangers. AI’s promise is great, but we know with a certainty
born of hard experience that at some point it will disappoint us in ways that might
have been predicted and prevented if only we had examined it more critically at
the outset.
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With this in mind, we are especially appreciative of STAT’s reporting on the
equity implications of AI. One story found that analytics software, although not
intentionally biased, often reinforces deeply rooted inequities in the American
health care system. Another found that AI tools could worsen disparities in breast
cancer, a disease which is 46% more likely to be fatal for Black women. Further,
when a machine learning model is developed using data skewed by sex, the
algorithm furthers biases instead of reducing them.
We were also pleased to see that STAT’s coverage reached a broad audience,
attracting over 900,000 unique visitors and over a million page views.
A knowledgeable and informed public is critical to accomplishing the Commonwealth Fund’s mission of making high-quality, affordable health care available to
all Americans. Partnerships with strong media outlets like STAT to explore emerging
issues like artificial intelligence are one powerful way to move our mission forward.
— David Blumenthal, M.D., President, The Commonwealth Fund
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Introduction
I watched with a feeling somewhere between amusement and awe as Sam
Asirvatham, an electrophysiologist at the Mayo Clinic, toggled rapidly through
electrocardiogram tracings projected on a wall-sized screen in a conference room
packed with his colleagues.
He was straining to find even a hint of the heart wave abnormality an artificial
intelligence algorithm could see in a patient’s EKGs but he could not. After it was
fed tracings going back 30 years, the AI had concluded — correctly — that the
patient’s risk of atrial fibrillation had dramatically increased at a certain point.
Sure enough, seven years later, the individual had suffered a stroke.
To the cardiologists gathered in the room, the implications hit like a thunderclap:
With advanced warning from the AI, they could intervene far earlier in the course of
disease, prescribing changes in diet, in exercise, in lifestyle. Perhaps, the suggestion
was made, the patient could have been put on blood thinners to head off the stroke.
This is the dream, as yet unrealized, now driving investment in AI all over the world.
Physicians and entrepreneurs have seen evidence of an untapped dimension of
medical knowledge, and they are racing to discover it and show that AI’s insights can
be used to handcuff cancer before it invades cells, or spot a sputtering heart before
it’s too late.
During the past year, my colleagues and I have followed their work on this frontier.
We wanted to understand how this new generation of AI works, to explain its true
potential, and to expose the difficulties and dangers of deploying it in medicine, a
field that so intrinsically involves humans caring for humans.
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Hospitals and huge technology companies are pressing forward, but there are still
so many obstacles and unanswered questions. In most cases, we simply don’t know
how much we can trust AI systems used in health care. Developers of these tools
promise they will detect illnesses that doctors miss, flag medical crises before they
happen, and save patients’ lives, clinicians’ time, and hospitals’ money. But proof
that these outcomes can be achieved is so far as scarce as machine learning models
are opaque.
Clinicians don’t know how the Mayo AI, for example, reached its conclusion about
the patient’s risk of atrial fibrillation. They don’t know whether earlier intervention
would have caused more harm — blood thinners can cause serious side effects and
impact patients’ quality of life — than good. And they don’t know if the AI, when
applied to diverse groups of patients in different communities and clinical settings,
would be just as accurate as it was for this one patient in this one instance.
We spent a lot of time burrowing into these knowledge gaps. It was hard work,
and often humbling. Separating promising products from empty self-promotion
is an inexact science, especially when most press releases are written in the same
breathless vernacular. They commonly use words that by definition should be
used uncommonly, like “revolution” or “transformation” or “game-changer.”
But even if the rhetoric detaches from reality at times, the science does not. And
there is so much exciting science unfolding at a breakneck pace, a pace that only
quickened during Covid-19. The pandemic underscored the need for faster
knowledge gathering and better ways of asking and answering questions at the
core of human health. It showcased the best and worst sides of AI in medicine
— the opportunism that pushes out overhyped products, and the inventiveness
that uncovers real solutions.
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We come away thinking that AI, when applied carefully and in the right context, can
really make health care more efficient, accessible, and effective. And, yes, it may even
help save lives. But the challenge of our time is figuring out how to do that without
trampling on privacy or data rights, perpetuating biases embedded in the data, or
allowing technology to interfere with the compassion so crucial to healing.
We don’t pretend to have the answers. But we hope our reporting gets us closer,
and inspires researchers and caregivers to go deeper to find them.

Casey Ross

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

INTRODUCTION | 03

(This section is adapted from STACI, STAT’s interactive guide to advances in AI in health care.)

What is AI?
Artificial intelligence is the science of creating machines capable of performing
tasks that normally require human intelligence. Increasingly, machines are able
to perform tasks that surpass human capabilities. This means technology that
can reason, learn, plan, and make predictions.
Enhanced computing power, combined with vast amounts of digital data and
cloud storage, has given rise to modern machine learning, which is the dominant
form of AI now being used in health care and many other industries.
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M AC H I N E L E A R N I N G

Machine learning is a computer’s ability to learn from raw data without being
explicitly programmed. In earlier forms of AI, knowledge was encoded into the
machine by people. Machine learning systems acquire the rules on their own
by recognizing patterns in large datasets.
For example, by looking at millions of images of dogs, a machine learning system
can figure out how to identify the essential features of a dog, such as the location
of their ears, the distance between their eyes, and the shape of their tongues.
Through repeated exposure to examples, these systems can often spot patterns
that humans miss. In the same way, computers look at CT images and begin to
recognize patterns.
The range of uses is incredibly broad. Right now, machine learning is being
used to: help physicians diagnose strokes and interpret images of the eye, skin,
lungs, and other organs; flag irregular heart rhythms, such as atrial fibrillation;
detect fraudulent billing and automate scheduling; help insurers predict which
patients will need more health services or stop taking their medications. Below,
we describe some of the main types of machine learning and how they’re being
used in medicine.

DEEP LEARNING

Deep learning is a powerful form of machine learning. These systems are made
up of interconnected processing layers that operate like cells in the human brain.
Each layer analyzes different aspects of data to detect patterns and produce a
final output.
This configuration of layers is called a neural network. Multiple types of neural
networks are used to analyze different forms of health data, ranging from
pathology slides to text in medical records. The accuracy of neural networks
depends in part on how human trainers label and weight the data fed into
them. Subjectivity and human error can introduce bias into these systems.
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C O N VO LU T I O N A L N E U R A L N E T WO R KS

Convolutional neural networks are commonly used to interpret medical images.
These systems process visual information differently than humans do. For
instance, what do you see here? Most humans quickly recognize that this is
a lung.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

WHAT IS AI? | 06

But computers might just see the shape. Since every lung has a slightly different
shape, the computer needs to be trained using thousands of photos of lungs.
The computer needs to learn what makes a lung a lung and how various diseases
can affect its appearance. Convolutional neural networks break down images
with incredible granularity. They can sometimes detect patterns that elude
even the most highly trained specialists. This may enable these networks to flag
the presence of disease before patients begin experiencing symptoms.
In May 2019, Google unveiled a system that it said outperformed six radiologists
in determining whether patients had lung cancer, which causes more deaths in
the U.S. than any other cancer. The system detected 5% more cancers and cut
false positives by 11%. At this time, further study is needed to verify that it can
actually improve outcomes.

R E C U R R E N T N E U R A L N E T WO R KS

Recurrent neural networks are commonly used to analyze text and speech.
These networks are able to learn and memorize sequences to make predictions.
Let’s say you want to train an algorithm to determine what disease a patient
has or may develop. By training a system with tens of thousands of patient
records, it can learn to correlate specific sequences of symptoms to diseases.
Just as your email software can predict words you’ll type next, a recurrent neural
network can predict a future diagnosis and even specific medical episodes. In
June 2018, a team of Korean scientists reported in the Journal of the American
Heart Association that they had trained a recurrent neural network to predict
in-hospital cardiac arrest. The recurrent neural network used data from more
than 52,000 patients to significantly improve early warning systems. It flagged
more heart attacks and reduced false alarms by 41% compared with existing
warning systems.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

WHAT IS AI? | 07

CHAPTER 1

The rise of AI in health care
It is not an exaggeration to say that AI is being applied to care delivered at
every stage of life, from its inception to its very end, and in most every clinical
specialty that might intervene along the way.
Researchers are testing it to help select the most viable embryos for in vitro
fertilization, to detect silent heart disease and cancer, to predict when hospitalized
patients can be sent home, and to determine when, after months of efforts to
save their lives, it might be time to talk to patients about death.
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Their quest is unfolding at breakneck speed, fueled by rapid advances in machine
learning and billions of dollars of investment to develop and commercialize AI
tools that, in some cases, are already running in the background of patients’ care.
Along with a rapidly expanding group of startups, some of the world’s largest
technology companies — including Google, Microsoft, Apple, and Amazon —
are leading the charge.
AI products they’ve described in leading medical journals, often to great fanfare,
are now being piloted in clinical settings, where their executives acknowledge
the bar for success is much higher. Google is facing that test within Veterans
Affairs hospitals using its AI-enabled microscope to search for cancers in
pathology slides.
“To go from [research and development] to clinical practice is a big gap,” said
Aashima Gupta, global head of health care solutions at Google Cloud. “Just
having a working model is not enough in health care.”
So far, the use of AI in patient care is concentrated within medical imaging
domains, such as radiology and pathology, where the increased availability of
data allows for the building of more durable models. The FDA has approved
more than 160 products over the last six years, with the vast majority focused
on analyzing data coming from CT scanners, MRI machines, and other
imaging devices.
But there is also a mushrooming sub-industry of algorithms being run on
electronic health record (EHR) data to predict when patients will decline, or
die, or require readmission to the hospital, so that physicians can take steps to
head off those negative outcomes The EHR vendor Epic Corp. makes some
two dozen AI tools available to its clients, while many hospitals are building
these tools on their own.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

CHAPTER 1 | 09

In contrast with imaging products, however, EHR products are seldom, if ever,
regulated by the Food and Drug Administration because of a bunch of seemingly
arbitrary lines and convoluted explanations: They are just advisory tools, the
logic goes, or they don’t involve pixels or the analysis of anatomical structures.
It seems a glaring contradiction for AI developers to say that systems running
on medical records will dramatically improve care, and then, when the topic of
regulation comes up, argue that they are merely informational tools that do not
warrant deeper scrutiny.
In the end, AI will not only be judged on its technical performance, ease of
use, and impact on outcomes, but also on doctors’ and other health workers’
acceptance of the technology. Samantha Wang, a hospitalist at Stanford
University’s hospital, told us of the internal struggle she faced upon receiving
daily 8 a.m. emails that contained a list of names and a warning: These
patients are at risk of dying within the next year.
Based on the conclusions of an AI algorithm, the email was meant to serve as a
helpful prompt to initiate end-of-life conversations, but it often plunged her into
a deeper introspection: Was the algorithm correct? Were these patients really in
danger of dying? And should this most human conversation be directed by the
cold, actuarial calculations of a machine?
“It can seem very awkward, and like a big shock — this ominous force has
predicted that you could pass away in the next 12 months,” said Wang, who
added nonetheless that the algorithm made her judgment sharper about when
to have these conversations because “it makes you aware of that blind spot.”
Similar blind spots exist everywhere in medicine, where massive datasets
often contain too many variables for human beings to synthesize.
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AI’s ability to analyze all the dimensions of the data is what makes it so
captivating. It can find things that humans miss, delivering nudges at key
moments, when a course correction might change a patient’s outcome.
“We want to make sure that, for anything that is treatable, we catch it as soon
as we can,” said Zachi Attia, a Mayo Clinic machine learning researcher using
AI to detect silent heart abnormalities. “If we can solve it before it becomes a
big deal, then we can really affect how care is delivered.”
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At Mayo Clinic, AI engineers
face an ‘acid test’: Will their
algorithms help real patients?
By Casey Ross

| D E C E M B E R 1 8 , 201 9

ROCHESTER, Minn. — It would be easy to wonder what Zachi Attia

is doing in the cardiac operating rooms of one of America’s most prestigious
hospitals. He has no formal medical training or surgical expertise. He cannot
treat arrhythmias, repair heart valves, or unclog arteries. The first time he
watched a live procedure, he worried he might faint.
But at Mayo Clinic, the 33-year-old machine learning engineer has become
a central figure in one of the nation’s most ambitious efforts to revamp heart
disease treatment using artificial intelligence.
Working side by side with physicians, he has built algorithms that in studies
have shown a remarkable ability to unmask heart abnormalities long before
patients begin experiencing symptoms. Much of that work involves training
computers to sift through mountains of patient data to pluck out patterns
invisible to even the most skilled cardiologists.
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While his research is highly technical, Attia’s installation on the front lines
of care is an attempt to address a much broader and more pressing question
facing hospitals and technology companies as they seek to integrate AI into
routine medical practice: How can algorithms be constructed to not only
produce headline-grabbing results in papers, but also improve outcomes for
real patients?
That is the long, last mile AI must travel to prove its worth in medicine, a mile
that divides progress from empty promises, value from waste. Mayo is betting
that, by exposing Attia and other software engineers to the daily business of
delivering care, it can produce algorithms whose performance will hold up
amid the innumerable complexities of clinical settings.
“That’s the real acid test,” said Dr. Eric Topol, a cardiologist and AI expert
at the Scripps Research Translational Institute in San Diego. “You don’t want
to go forward with something validated [on a computer] and start using it on
patients. We know there are all sorts of issues that are different than they are
on some pristine, cleaned dataset.”
Algorithms must work on real patients with diverse backgrounds and complex
medical issues. They must be scrubbed for bias and unintended impacts, such
as “false positives” that can lead to unnecessary care and increased costs. They
also must be designed to fit into doctors’ and nurses’ routines: It is not enough to
simply surface new information. That information must be clinically meaningful,
easily understood, and delivered in a time window in which practitioners can use
it to improve care for patients. The final — and perhaps the most daunting —
hurdle is for AI developers to win physicians’ trust in an algorithm.
Attia, who started his career as a software developer and cybersecurity expert,
is the co-director of an artificial intelligence team created by Dr. Paul Friedman,
an electrophysiologist who chairs Mayo’s cardiology department.
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He is one of five software engineers and data scientists who accompany
physicians on rounds, observe procedures, and discuss way to use AI to address
gaps in care.
In just the past three years, the team has published more than two dozen
studies on AI in cardiology, and it is now field-testing an algorithm to detect a
weak heart pump in dozens of primary care clinics. Most of the algorithms under
development do not involve surgeries or emergency care, but the physiological
events that occur far upstream, where abnormalities silently take root and begin
to compromise heart function. Each year in the U.S., hundreds of thousands of
patients die from utterly treatable cardiac illnesses because these problems are
not detected in time, causing their hearts to sputter, skip, and sometimes stop.
That, Attia said, is where artificial intelligence can make a huge difference.
“We want to make sure that, for anything that is treatable, we catch it as soon
as we can,” he said. “If we can solve it before it becomes a big deal, then we can
really affect how cardiac care is delivered.”
By learning the daily practice of medicine, Attia is learning how to hit that target.
He’s dissected cadavers to understand the anatomy of the heart and the types of
abnormalities his team’s algorithms are seeking to detect. He’s watched physicians place stents in arteries and perform workups on patients to understand how
they process and apply physiological information. And he’s learned to interpret
clinical data not just to connect lines of code in a product, but to detect subtle
differences in heart function that offer hints of impending disease in a patient.
“If I wasn’t here [at Mayo] I’d look at my results and say, ‘Well, I have an
accuracy of X and a sensitivity of Y,” Attia said. “But because I’m here I can go
to physicians with examples from the data and ask, ‘What do you think is happening here, or what is going on there?’ And then I can improve the algorithm.”
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In some cases, those conversations have resulted in decisions to exclude data that
might have skewed the output of an algorithm. In others, Attia said, they have
helped him home in on signals that are more relevant to clinical circumstances
and help address blindspots in patient care.
“You learn to build the AI in a way that fits the physician practice, and not
the other way around,” he said. “Physicians are very pragmatic. They are not
interested in cool, futuristic tests. They want to see how something is going to
improve the prognosis for their patients.”

There is no better example of AI’s ability to improve heart care, and the

complexity of doing so, than Mayo’s attempt to tackle one of the field’s most
vexing conditions, an irregular rhythm known as atrial fibrillation.
A key portion of that work has unfolded in a small office Attia shares with
Friedman in Mayo’s electrophysiology unit. It is a messy space where scattered
papers and books — and a marker-stained whiteboard — speak to hours they
have spent diagramming a-fib and other arrhythmias, and the machinelearning architectures meant to pinpoint signs of deteriorating heart function
in haystacks of patient data.
The largest share of the data is derived from electrocardiograms (EKGs), a
century-old technology that is commonly used to evaluate heart function by
recording electrical pulses that cause the heart to beat. About 250,000 EKGs
are performed every year at Mayo, which has a digital dataset of 7 million
records stretching back to the mid-1990s.
EKGs have been able to detect a-fib for decades, but Mayo is seeking to take
it a step further — by trying to predict which patients will experience this
arrhythmia in the future.
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When atrial fibrillation occurs, the upper chambers of the heart (the atria) beat
irregularly instead of operating efficiently to move blood through the heart.
This can allow blood to pool and clot, and if a clot breaks loose and lodges in
the brain, a stroke results. The challenge for physicians is that the condition
occurs intermittently, is difficult to detect, and can worsen over time.
Using an AI-enabled EKG could help physicians identify patients before
symptoms appear and intervene to avert a stroke or other harm.
To analyze the data, Attia and Friedman used a type of machine learning
system known as a convolutional neural network. Perhaps best known for
their use in facial recognition technology, these networks separately analyze
discrete aspects of data to form a conclusion about what the image represents.
It is essentially a form of superpowered machine vision that uses math to detect
subtleties that humans overlook.
They fed the system 10-second snippets of EKG data labeled in two categories
— patients with atrial fibrillation and those without the condition. Because he’d
worked so closely with the cardiologists, Attia knew the “a-fib” group should
include patients with EKGs labeled “a-flutter,” a condition that is distinct from
a-fib but treated the same way.
Attia and the cardiologists devised a novel method of training the AI —
instead of showing it EKGs with patients’ hearts in atrial fibrillation, they
showed it EKGs in normal rhythm from both groups of patients. Once exposed
to hundreds of thousands of EKGs, the AI zeroed in on an electrical signature
of the arrhythmia, a kind of digital code that indicates whether someone has
had the condition previously, and is therefore likely to experience it again.
“That was the one that surprised me more than any of the others,” Friedman
said of the a-fib algorithm. “It’s like looking out at the ocean on a calm day and
asking, ‘Were there big waves here yesterday?’ It’s stunning.”
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In a study published in August, Mayo reported the algorithm was able to
accurately identify patients with a-fib at an 80-percent accuracy rate. On
a recent afternoon, its power was displayed in the case of a patient who
had undergone EKGs over a 30-year period but had never been diagnosed
with a-fib. Inside a conference room, a group of engineers and cardiologists
scanned the peaks and valleys of the data projected on a screen for any sign
of an abnormality.
Dr. Samuel Asirvatham, an electrophysiologist who reads EKGs as automatically
as most people drive a flat stretch of interstate, jumped up from his chair to take a
closer look. He flipped forward in the series of EKGs and then back, but nothing
seemed to call out a certainty of atrial fibrillation. However, the AI system, when
it was shown the same data, detected a hidden pattern pinpointing two occasions
when the patient’s risk of atrial fibrillation had increased dramatically.
As it turned out, both of those EKGs preceded cryptogenic strokes, or strokes
of unknown cause, that, in hindsight, may have been caused by the a-fib.
“If we’d have used this system, presumably [this patient] would have been treated
with anticoagulants before these strokes,” said Friedman, referring to blood
thinners used to prevent clots from forming in patients with a-fib.
“Yes, seven years before,” added Attia.
It is at this juncture where the use of AI gets especially tricky. Blood thinners
carry substantial risk of bleeding and are typically prescribed only when patients
have had a verified episode of atrial fibrillation. Topol, the cardiologist and AI
expert from Scripps, said the algorithm could be helpful in treating patients
who suffer cryptogenic strokes if it showed the patient had an extremely high
risk of a-fib.
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“But you’d still want to nail it,” Topol said. “You’d still like to see the atrial
fibrillation [first]. Putting someone on blood thinners means that for the rest of
their life they are going to have [an increased risk] of a serious bleed” and may
be limited from participating in certain activities, such as contact sports.
After the meeting to review the EKGs, Mayo’s patient did experience a documented episode of atrial fibrillation, making it easier for physicians to decide
on a course of action. But the ultimate goal of the AI is to intervene earlier in
the disease process, which means relying at least in part on the ability of an
algorithm to flag something in the data that physicians cannot verify with their
own eyes.
Before that could happen, Mayo must pursue clinical studies to examine how
the use of the algorithm affects doctors’ decision-making and patient outcomes.
For now, Attia has built a dashboard inside the electronic medical record
system that allows doctors to scroll through a patient’s EKGs and examine the
AI’s conclusions on the risk of a-fib. But it is only being used as an advisory
tool, rather than an actionable screening test.

As it seeks to incorporate algorithms into clinical care, Mayo is already
bumping into the complexity of real-life interactions with patients.

Earlier this year, the health system launched a randomized trial — one of the
first of its kind in the country — to evaluate the impact of another algorithm on
physicians’ decision-making. The algorithm, which also analyzes EKG data, is
designed to detect a weak heart pump, known clinically as low ejection fraction.
The condition is treatable with interventions ranging from surgery to simple
lifestyle changes, but millions of Americans — about 3% to 6% of the population
— don’t know they have it, making them more vulnerable to developing
heart failure.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 1 | 18

In a paper published last January, Mayo’s research team found that the algorithm
was able to accurately identify a weak heart pump in 86% of patients who were
found to have the condition based on a follow-up echocardiogram. The result
raised the possibility that the algorithm could improve detection by efficiently
screening patients who should be referred for echocardiograms, a costly
imaging test.
In the ongoing trial, one group of primary care doctors has been given access
to the algorithm through the electronic medical record, while a control group
is using traditional methods, such as having the EKGs read by cardiologists to
identify patients in need of follow-up. The hope is that the doctors with access
to the algorithm will use it to suss out patients with a weak heart pump who
don’t know they have it — and order an echocardiogram to confirm.
But in the early days of the trial, a question repeatedly arose about how much
patients would be charged for the echocardiograms, which can cost hundreds
of dollars with insurance, and significantly more than that without it.
“We didn’t have a good way of explaining that early on,” said Dr. David
Rushlow, the chair of family medicine at Mayo. “Our docs were kind of left
holding the bag on not knowing whether the echo would be covered.”
Physicians participating in the trial were eventually given a billing code to
help with coverage determinations. But there is no research budget to fund
such testing, so it can still result in significant costs to the patient.
In many circumstances, the algorithm is also flagging patients who are already
very sick. That’s because it is being used to examine EKGs ordered for any
reason, such as for a patient in palliative care or hospice care, who is complaining
of chest pains. Each positive test triggers a notification in the patient’s electronic
medical record as well as a direct email notification to the doctor.
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“There are quite a few cases where it’s not a surprise and the doc says, ‘Well,
yeah, I know that patient has low [ejection fraction],” Rushlow said. Such
unnecessary notifications, while not problematic for patients, can add to
administrative burdens and alert fatigue.
Rushlow added, however, that the algorithm is successfully identifying patients
who don’t know they have a low ejection fraction. So far, it has been used to
examine about 14,000 EKGs taken by primary care physicians. The data have
not been fully collected or reviewed, so it is unclear how often it is picking up on
patients who have not been previously diagnosed, and whether it’s performing
better than patients whose doctors can choose to have a specialist read the EKG.
Dr. Peter Noseworthy, an electrophysiologist who is part of the research team
running the trial, said mathematical analysis of the results will drive the final
assessment of the algorithm. Researchers are also interviewing doctors and
patients involved in the study about how the algorithm affected their thinking.
From the trial’s inception, he said, Mayo’s cardiologists were focused on a
particular kind of patient: a stoic person who doesn’t often go to the doctor who
maybe has shortness of breath but hasn’t complained about it. The data suggest
a lot of those patients are out there, and the algorithm, at least on paper, seems
adept at finding them.
“But we’re definitely seeing the reality is much messier than we anticipated,”
Noseworthy said. “It’s easy to develop the algorithm and prove something in a
single database, but to be able to apply it in [clinics] and try to get real results
is a whole different challenge. That’s what this study is about.”
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An experiment in end-of-life care:
Tapping AI’s cold calculus to nudge
the most human of conversations
By Rebecca Robbins

| J U LY 1 , 2020

The daily email that arrived in physician Samantha Wang’s inbox at 8 a.m.,
just before morning rounds, contained a list of names and a warning: These
patients are at high risk of dying within the next year.
One name that turned up again and again belonged to a man in his 40s, who
had been admitted to Stanford University’s hospital the previous month with
a serious viral respiratory infection. He was still much too ill to go home, but
Wang was a bit surprised that the email had flagged him among her patients
least likely to be alive in a year’s time.
This list of names was generated by a machine, an algorithm that had
reached its conclusions by scanning the patients’ medical records. The email
was meant as something of a nudge, to encourage Wang to broach a delicate
conversation with her patient about his goals, values, and wishes for his care
should his condition worsen.
It left her pondering: Why him? And should she heed the suggestion to have
that talk?
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Those kinds of questions are increasingly cropping up among clinicians at the
handful of hospitals and clinics around the country deploying cutting-edge
artificial intelligence models in palliative care. The tools spit out cold actuarial
calculations to spur clinicians to ask seriously ill patients some of the most
intimate and deeply human questions: What are your most important goals if
you get sicker? What abilities are so central to your life that you can’t imagine
living without them? And if your health declines, how much are you willing
to go through in exchange for the possibility of more time?
Hospitals and clinics are running into thorny challenges and making weighty
judgment calls as they try to weave an algorithm with such momentous implications into the fabric of a clinical team’s already complex and frenetic workflow, a STAT examination found. STAT spoke with 15 clinicians, researchers,
developers, and experts in AI and palliative care to understand how such AI
models are being deployed at Stanford, the University of Pennsylvania, and a
community oncology practice near Seattle — and how they might be received
by patients and providers if they’re rolled out more widely.
At the same time, clinicians and researchers experimenting with these systems
say they’re gathering early data that suggest these algorithms are triggering
important conversations that might otherwise have happened too late, or not
at all, in the absence of AI. That’s badly needed, they say, in a health care
system where doctors have long been stretched too thin and lacked the training
to prioritize talking with seriously ill patients about end-of-life care.
“A lot of times, we think about it too late — and we think about it when the
patient is decompensating, or they’re really, really struggling, or they need
some kind of urgent intervention to turn them around,” said Wang, an inpatient
medicine physician at Stanford. She has broached advance care planning
with her patients long before an AI model started urging her to do so — but
the algorithm has made her judgement sharper, she said, because it “makes
you aware of that blind spot.”
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There’s plenty of room for improvement. When it comes to picking out patients
who could benefit from such conversations, most hospitals and clinics currently
use an “ad hoc system of identifying patients that really allows for the introduction of all kinds of explicit and implicit biases — and that means we only
engage some of the right patients some of the time,” said Justin Sanders, a
palliative care physician at Dana-Farber Cancer Institute and Brigham and
Women’s Hospital in Boston.
Sanders, who is not involved in any of the rollouts of the AI models, works
with health systems across the country as part of a program to improve care
of the seriously ill. Using AI has promise, he said, because “any systematic
approach to identifying people for serious illness conversations is an improvement
over what happens now.”
The architects of the AI systems described making careful choices about
how much information to disclose to their users — and, on the flip side, what
information to withhold from clinicians and patients. The daily emails sent
to Stanford clinicians during last winter’s rollout, for instance, didn’t include
any numbers alongside patients’ names, such as the algorithm’s calculation
of the probability that a flagged patient will die in the next 12 months.

“It can seem very awkward, and like a big shock —
this ominous force has predicted that you could pass
away in the next 12 months.”
SAM AN TH A WAN G , I N PAT I E N T M E D I CI N E P H YS I CI A N , S TA N F O RD
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All of the leaders of the clinical rollouts contacted for this story said they
discourage clinicians from mentioning to patients that they were identified by
an AI system. Doctors say they don’t want to bring it up, either. “It can seem
very awkward, and like a big shock — this ominous force has predicted that
you could pass away in the next 12 months,” Wang said.
Clinicians on the frontlines, too, are figuring out how to balance their own
judgements with the AI’s predictions, which are often spotty when it comes to
identifying the patients who actually end up dying, according to early data.
Like Wang, several providers told STAT they’re sometimes surprised by which
of their patients the algorithm decides to flag.
They also described having to decide what to do when they disagree with the
algorithm — whether that’s because they think a patient is in better health
than the AI does, or because they want to initiate a conversation with a patient
they’re worried about, but who hasn’t been named by the model. It’s not as if
physicians can ask the AI its reasoning.
And even when clinicians agree with the algorithm’s recommendations, they
still must decide when and how to broach such a sensitive subject with patients,
and which conversations to prioritize when the list of names is long or a day is
particularly hectic.
Consider the patient with the viral infection who kept showing up on Wang’s list
in January. During his time in the hospital, which included a stay in the intensive
care unit, he’d also been diagnosed with rheumatologic and heart conditions and
been put on more than half a dozen medications.
This man wouldn’t have normally stood out to Wang as urgently high priority
for an end-of-life conversation, because she guessed there was maybe a 50-50
chance he’d be doing well in a year’s time.
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But since he kept getting flagged by the algorithm, Wang decided to talk to him
about his experience being intubated in the ICU, with invasive lines and strong
drugs helping to keep him alive.
What happened to you was really, really scary, Wang recalled telling him on
the winter day she decided to raise the topic. She asked him: What did you
think about that experience? And would you be willing to go through it again
— in order to have a bit more time?
Yes, the man told Wang. He would do it again.

The intimate conversations being prompted by these AI systems are the result
of countless design choices — about which data to analyze, which patients to
flag, and how to nudge busy clinicians.

The models are generally built around data stored in electronic health records
and rely on various machine learning techniques. They’re trained and tested
on thousands of data points from patients who’ve been treated before, including
their diagnoses, their medications, and whether they deteriorated and died.
Some models also sample from socioeconomic data and information from
insurance claims.
Once deployed, the models are tasked with sifting through current patients’
medical records to predict whether they’re at elevated risk of dying in the coming
weeks or months. They rely on different thresholds to determine which patients
to flag as being at high risk — a bit like how Google decides which results to
put on the first page of a search.
Consider an algorithm developed by researchers at Penn that’s being used to
surface cancer patients in the health system there. It starts by identifying only
those it deems have at least a 10% chance of dying in the next six months —
and then flags some of those patients to clinicians.
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Other models — like a commercial one developed by Jvion, a Georgia-based
health care AI company — flag patients based on how they stack up against their
peers. When it’s rolled out in an oncology practice, Jvion’s model compares all of
the clinic’s patients — and then flags to clinicians the 1% or 2% of them it deems
to have the highest chance of dying in the next month, according to John
Frownfelter, a physician who serves as Jvion’s chief medical information officer.
Jvion’s tool is being piloted in several oncology practices around the country,
including Northwest Medical Specialties, which delivers outpatient care to
cancer patients at five clinics south of Seattle. Every Monday, a patient care
coordinator at Northwest sends out an email to the practice’s clinicians listing
all of the patients that the Jvion algorithm has identified as being at high or
medium risk of dying within the next month.
Those notifications, too, are the product of careful consideration on the part of
architects of the AI systems, who were mindful of the fact that frontline providers
are already flooded with alerts every day.
At Penn, physicians participating in the project never get any more than six of
their patients flagged each week, their names delivered in morning text messages.
“We didn’t want clinicians getting fed up with a bunch of text messages and
emails,” said Ravi Parikh, an oncologist and researcher leading the project there.
The architects of Stanford’s system wanted to avoid distracting or confusing
clinicians with a prediction that may not be accurate — which is why they
decided against including the algorithm’s assessment of the odds that a patient
will die in the next 12 months.
“We don’t think the probability is accurate enough, nor do we think human
beings — clinicians — are able to really appropriately interpret the meaning
of that number,” said Ron Li, a Stanford physician and clinical informaticist
who is one of the leaders of the rollout there.
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After a pilot over the course of a few months last winter, Stanford plans to
introduce the tool this summer as part of normal workflow; it will be used not
just by physicians like Wang, but also by occupational therapists and social
workers who care for and talk with seriously ill patients with a range of medical
conditions.
All those design choices and procedures build up to the most important part
of the process: the actual conversation with the patient.
Stanford and Penn have trained their clinicians on how to approach these
discussions using a guide developed by Ariadne Labs, the organization founded
by the author-physician Atul Gawande. Among the guidance to clinicians: Ask
for the patient’s permission to have the conversation. Check how well the patient
understands their current state of health.
And don’t be afraid of long moments of silence.

There’s one thing that almost never gets brought up in these conversations:
the fact that the discussion was prompted, at least in part, by an AI.

Researchers and clinicians say they have good reasons for not mentioning it.
”To say a computer or a math equation has predicted that you could pass
away within a year would be very, very devastating and would be really tough
for patients to hear,” Stanford’s Wang said.
It’s also a matter of making the most of the brief time that clinicians have
with each patient, the system architects say.
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“When you have 30 minutes or 40 minutes to talk with somebody, you don’t
want to begin a conversation by saying an algorithm flagged you — and then
waste their other 29 minutes answering their questions about it,” said Stanford
biomedical informaticist Nigam Shah, one of the leaders of the rollout there.
The decision to initiate an advance care planning conversation is also informed
by many other factors, such as a clinician’s judgment and a patient’s symptoms
and lab results.
“What we explicitly said to clinicians was: ‘If the algorithm would be the
only reason you’re having a conversation with this patient, that’s not enough
of a good reason to have the conversation — because the algorithm could be
wrong,’” said Penn’s Parikh.

In the strictest technical terms, the algorithms can’t really be wrong: They’re
just predicting which patients are at elevated risk of dying soon, not whether
patients will definitely die. But those risk estimates are just estimates — the
systems sometimes flag patients who don’t end up dying in the coming weeks
or months, or miss patients who do, a small stream of early research suggests.
In a study of the Penn algorithm, researchers looked at how more than 25,000
cancer patients fared after the AI system predicted their risk of dying in the
next six months. Among those patients that the algorithm predicted were at high
risk of dying in that period, 45% actually died, compared to 3% of patients that
the model predicted were at low risk of death during that period.
At Northwest, there’s close to a 40% chance that patients flagged as high risk
by the Jvion model will go on to die in the next month, according to Jvion’s
Frownfelter.
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Eric Topol, a cardiologist and AI expert at Scripps Research in San Diego,
said that without more accurate models, he’s skeptical of the role AI systems
could play in palliative care. “I wouldn’t think this is a particularly good use
for AI unless and until it is shown that the algorithm being used is extremely
accurate,” Topol said. “Otherwise, it will not only add to the burden of busy
clinicians, but may induce anxiety in families of affected patients.”
There is also a mismatch between the task of these models — predicting a
patient’s odds of death — and how they’re actually being used — to try to
identify who will benefit most from an advance care planning conversation.

“The label you want is: ‘Will benefit from palliative care.’
But the label you’re predicting for is: ‘Will die.’”
STAN FO R D B I O M ED I CA L I N F O RM AT I CI S T N I G A M S H A H

As Stanford’s Shah put it: “The label you want is: ‘Will benefit from palliative
care.’ But the label you’re predicting for is: ‘Will die.’”
Even as the models flag the wrong patients, the emerging data indicate, they
have potential to spur more conversations about end-of-life care — and perhaps
to spur better care, too.
Crucially, these AI models have yet to be tested using a gold-standard study
design that would compare outcomes when some clinics or patients are randomly
assigned to use the AI tool, and others are randomly assigned to the usual
strategies for encouraging conversations about end-of-life care.
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Instead, the studies presented so far have largely focused on comparing outcomes at a given hospital or practice before and after the tool was implemented.
Consider the data presented in May on the models from Penn and Jvion at the
virtual gathering of the American Society of Clinical Oncology, the big annual
cancer meeting that’s closely watched by oncologists around the world.
In another study of the Penn algorithm, researchers found that when the health
system’s oncology clinics started using the algorithm, 4% of patient visits involved
a documented conversation about a patient’s wishes and goals — compared to
1.2% of visits in the weeks before the algorithm was rolled out.
A study on the rollout of Jvion’s model at Northwest found that the rate at which
palliative care consults were conducted increased 168% in the 17 months after
the tool was deployed, compared to the five months prior. And the rate at which
Northwest patients were referred to hospice jumped eightfold.
During the study period, Jvion’s AI model identified 886 Northwest patients
as being at high risk of death in the next month. One of them was an elderly
woman; she lived alone and had breast cancer that had spread to her liver. She
had been a Northwest patient for years, and had been responding well to an
oral chemotherapy, even though she complained often about how the treatment
wore her down.
That was why her doctor, Sibel Blau, was so surprised to see her show up one
day last year on her list of high-risk patients. Concerned, Blau arranged for
the patient to come in for a visit later that afternoon. A friend drove her to the
clinic, where she got her blood drawn. Everything seemed fine, and the patient
was sent home.
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Then the clinic got a call from the friend: The patient had collapsed as soon as
she got home. It turned out she had a urinary tract infection that had caused her
to be septic; she could have died if she hadn’t gotten prompt treatment, Blau said.
The patient responded to her antibiotics, and soon seemed back to normal. But
not long after, the AI model flagged her again.
Blau called the patient into the clinic once more, and sat down to talk with
her, with the goal of investigating what was wrong. This time, though, it was
a malady of a different sort.
When I tell you I’m tired of this chemo, I really mean it, Blau recalled the patient
saying. The patient told her: I just want to go. My body is getting weaker.
In each instance, Blau was grateful that the Jvion model had flagged her patient.
She doesn’t have time to talk about end of life during every one of her patient
visits, she said, nor would it be appropriate to do so. “This is a tool that takes me
one step closer to asking the right question,” Blau said.
The second time, asking the right question led the patient to decide to stop
chemotherapy and enter hospice care.
A few months later, she died peacefully.
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Hospitals deploy AI to send
patients home earlier — and
keep them there
By Rebecca Robbins

| J U LY 22 , 2020

Beth Israel Deaconess Medical Center has a problem familiar to many

hospitals: Too many patients aren’t being discharged when they’re healthy
enough to go home.
It’s an issue with wide-ranging ripple effects: Because of operational holdups,
much-needed beds remain filled when they don’t need to be, leading emergency
rooms to become congested. Patients must often be sent wherever there’s a free
bed, even when it’s not the best ward for them to be treated, which might further
delay their discharge.
In a bid to tackle that problem, the Boston hospital is developing an artificial
intelligence model designed to suggest a bed assignment for every patient from
the get-go. If there isn’t a space for them in the most appropriate area, the model
recommends other options.
“Length of stay is one of the most critical and complex problems a hospital like
ours faces,” said Manu Tandon, Beth Israel Deaconess’ chief information officer.
“It can lead to further infections, and it also has a financial implication, and more
importantly, someone very sick who needs a bed is not getting a bed.”
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Beth Israel Deaconess’ model has only been tested in a simulation so far. But
other top hospitals and clinics around the country are increasingly using similar
AI systems to advise routine care decisions for both hospitalized patients and
those recently discharged, with the goal of sending them home earlier and
making sure they aren’t soon readmitted.
While hospitals have long grappled with challenges around discharge and
readmissions, keeping patients out of the hospital who don’t need to be there
has taken on even greater importance during the pandemic. Health systems in
the hardest-hit areas of the country are scrambling to accommodate a wave of
Covid-19 patients on top of patients hospitalized for all the usual reasons. Even
hospitals that have not yet been overwhelmed are bracing for that possibility.
“Some of our customers have referred to the area of discharge and such as the
equivalent of hand-washing for hospitals: We should have always been doing
it, but it’s even more critical in the current time,” said Mudit Garg, founder
and CEO of the Silicon Valley AI company Qventus, which counts more than
60 health systems in the U.S. and Canada that are paying customers for its
AI-powered discharge planning tool.
For hospitals looking to cut costs, there’s a significant amount of money riding
on discharge and readmissions decisions. Hospitals spend more money internally
when they deliver care inefficiently because their units are congested with
patients who don’t need to be there.
They also face financial penalties externally — through a program of the
Affordable Care Act that reduces Medicare payments to a hospital if too many
of its patients get readmitted within 30 days. And too many readmissions also
lowers a hospital’s score on a government star rating system that patients and
health plans look to to assess the quality of a hospital’s care.
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Hospitals have long relied on human clinicians and staffers to assign patients to
beds and make decisions about when to send them home or back to the hospital.
But inefficiencies in those systems and financial pressures around readmissions
are driving demand for AI tools that might be able to help.
But despite their promise to free up beds and save money, these AI tools have
largely not yet been shown to improve patient outcomes. While some are backed
by supporting data, those results are typically early stage and not generated
under the kind of gold-standard research design that would more definitively
make a case for their efficacy. And critics also worry that the push to free up
hospital beds may lead to patients being sent home before they’re medically
ready or kept at home when they really need to be readmitted.
System architects say that the tools are never used to send home a patient who’s
not clinically ready; rather, they’re being deployed to eliminate the barriers that
are keeping patients stuck in the hospital for more prosaic operational reasons. A
congestive heart failure patient may have been able to be transferred to a rehab
facility two days sooner if only she had been cared for in the medically appropriate unit. And a patient recovering from knee surgery might have been able
to go home a day earlier if only his final physical therapy appointment had
been scheduled for Tuesday instead of Wednesday.
At M Health Fairview in Minnesota, health system leaders have spent the past
year and a half gradually rolling out Qventus’ tool, which is now being used
in four of the system’s 13 hospitals. The Qventus dashboard lists hospitalized
patients who are likely to be clinically ready to go home soon and flags steps
that might be needed to make that happen.
M Health Fairview has also started rolling out a still-in-development “ICU
step-down list,” an AI tool to identify which patients are likely ready to transfer
out of the intensive care unit.
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“Given that ICU beds seem to be the biggest constraint around Covid — even
more than floor beds or ventilators — this helps anticipate and free up space and
say: maybe Mrs. Jones can leave the unit safely now,” said internist Karyn Baum,
who’s leading M Health Fairview’s rollout of the tools.
While the tools may have potential to help with Covid-19 care, M Health Fairview generally has been only using them to advise care decisions for non-Covid
patients. That’s in part because the health system has sequestered the vast
majority of its Covid-19 patients at a single hospital — and in part because
clinicians are still learning about how best to manage a disease that’s still
relatively new, Baum said.
It’s not just hospitals that are rushing to develop or buy AI tools to reduce the
time that their patients spend in the hospital — it’s the health plans paying for
those visits, too.
U.S. insurers have emerged as eager customers for the Israeli startup Diagnostic
Robotics’s AI-powered tool for assessing readmissions risk, said Kira Radinsky,
the company’s chairwoman and chief technology officer. The tool predicts
the probability of readmission within 30 days for a patient who was recently
discharged. Health plans that are piloting the readmissions tool are working
with providers to deliver targeted interventions to patients at high risk of being
hospitalized again soon, Radinsky said.
Meanwhile in Israel, it’s health maintenance organizations — insurance groups
commonly referred to as HMOs that provide health services for a fixed fee —
that have been piloting the rollout of a Diagnostic Robotics tool to identify
patients at elevated risk of a hospital stay of less than three days, whose care
might be better managed outside of the hospital.
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These AI systems are generally built around data stored in electronic medical
records, insurance claims, and the software systems that hospital transfer centers
use to make bed assignments. They’re trained and tested on data from patients
who’ve been treated, discharged, and readmitted in the past. When they’re
deployed, the models analyze current data about a patient’s condition and risk
factors, as well as the hospital’s capacity — and then spit out a prediction or a
suggestion about how to proceed.
Developers of these systems typically don’t seek approval for their products
from the Food and Drug Administration. They emphasize that their tools 		
are a decision aid, not a replacement, for a clinician’s judgement.
Jvion, a Georgia-based health care AI company, markets an AI-powered tool
that identifies hospitalized patients at high risk for readmission within 30 days
— and suggests targeted interventions to try to avoid that outcome.
The steps the AI suggests are commonsensical, obvious even: Before patients
get discharged, they should be walked through how to take their medications.
Their financial status should be evaluated, and so should their diet. And they
should be educated about symptoms indicating that, say, an infection has recurred, said John Frownfelter, a physician who serves as Jvion’s chief medical
information officer.
Early results, while preliminary, show promise. Jvion has a paper under review
for publication in a journal describing a study that showed a 26% reduction in
readmissions when the tool was deployed, Frownfelter said.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 3 | 36

IVF can be a painstaking
process. Could AI make it
more precise?
By Jackie Snow

| N OV E M B E R 1 2 , 2020

Artificial intelligence is gaining new ground in nearly every corner of the
clinic — including, increasingly, in vitro fertilization.

IVF has helped millions of families conceive. But it’s also expensive, often
emotionally and physically grueling, and requires many patients to go through
numerous rounds to get pregnant. Researchers are looking to see if AI can
more precisely pick the most viable embryo to implant — and in turn, improve
success rates, reduce the risk of pregnancy loss, and bring IVF costs down.
“There is room for AI to push the science and go beyond what is already
known,” said Hadi Shafiee, a researcher at Brigham and Women’s Hospital
in Boston who studies clinical applications of AI.
But experts say there are still ethical issues that need to be grappled with,
including how such tools should be used and what happens when a model’s
prediction is wrong. There’s also a looming question about whether there’s
enough evidence to be rolling the technology out in the clinic just yet. Even
so, a smattering of clinics around the globe have already started adding AI
tools into the process.
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An IVF cycle typically takes three weeks and, in the U.S., can cost between
$12,000 and $25,000. It starts with stimulating the ovaries with hormones,
followed by retrieving eggs and fertilizing them with sperm in a lab before
transferring the resulting embryo or embryos to the uterus. To decide which to
transfer, fertility clinics grade each embryo based on various features. However,
those assessments can vary widely.
“It’s a very subjective process,” Shafiee said. “It really depends on the experience
of the embryologist and even things like if the person is tired.”
Some experts hope AI could one day be akin to the most experienced, sharpest
embryologist every time, making the process more objective and standardized.
In recent research, Shafiee and his colleagues trained a type of AI called a convolutional neural network on images of embryos, which were labeled by experts
with a score. In a test on 97 different embryo cohorts — which included a total
of 742 embryos — the system was able to pick the highest-quality ones accurately
90% of the time.
The researchers also trained a system to directly assess a particular embryo’s
implantation potential using data from 97 embryos from five clinics. That
system scored an embryo accurately 73% of the time, compared to 67%
among 15 trained embryologists.
“AI can see other things and bring in other factors that can improve the
procedure,” Shafiee said. “That’s the beauty of this approach.”

The research is still in early stages, but the technology is already catching on
with some companies. The IVF startup Life Whisperer is working with clinics
in five countries to use AI to help select embryos for implantation. Its model
was trained on photos of 20,000 embryos and their outcomes, submitted by 12
clinics from around the world.
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Michelle Perugini, Life Whisperer’s co-founder and chief executive, said the
company’s technology can lead to pregnancy 15% faster than traditional selection
methods, results that the company presented at an American Society for Reproductive Medicine conference, but is not yet a journal publication. Speeding
up the process is not only a cost-saver for clients, who end up doing fewer cycles,
but also a boon for clinics, which charge less for second and third rounds of
IVF and can instead focus on new clients.
Another part of the process that Life Whisperer and others are looking into is
using images of embryos to detect chromosomal abnormalities, which have been
tied to implantation failures and pregnancy loss.
Better predictions might not only be able to improve the process for patients,
but could also improve a clinic’s calculations when it comes to offering specific
payment plans for IVF clients, such as the services offered by Univfy.
Clinics sign up with Univfy, which feeds a potential client’s data on factors like
maternal age, a partner’s fertility, and hormone levels into a model trained to
determine pregnancy chances. Univfy then provides an easy-to-understand
report to help patients decide how to proceed.
Many of the clinics Univfy works with provide insurance based on the predictions made in those reports. For example, a patient with an 80% chance of
getting pregnant might pay $26,000 for three cycles upfront. If the patient gets
pregnant from the first cycle, they’ve spent more than they would have otherwise, but if the three attempts don’t succeed, they would get $20,800 back.
A number of IVF clinics already offer refund programs. But Mylene Yao,
the CEO and co-founder of Univfy, said that relying on AI-powered models
allows clinics to offer more tailored payment or refund options to a broader
pool of patients.
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Each of the 50 clinics Univfy works with — which span 17 states and Canada —
gets a bespoke model trained only on its own data. Univfy said that allows each
center’s model to be as predictive as possible for its particular pool of patients,
which might look different than the makeup of patients at a different clinic.
“The patient populations are all so different,” said Yao. “Not only from state to
state, but from metropolitan to suburbs, and even from suburb to nearby suburb.”
Yao said the company plans to work on ways to add genomic and therapeutic
data for more personalized recommendations.
“There are so many ways that fertility could be advanced with current day
technology,” Yao said.

A baby conceived with the guidance of Life Whisperer’s model is expected
to be born any day now in Australia. But such a development likely won’t

happen any time soon in the U.S., given that Life Whisperer hasn’t secured
approval from the Food and Drug Administration. The FDA has approved a
handful of AI products in different medical fields and proposed a framework to
evaluate AI, but fertility tools using the technology have mostly languished.
“They’ve struggled to get their head around these AIs,” Perugini said. From
her perspective, that regulatory roadblock is “ limiting the access to technology
that could really help.”
But other experts say there’s still a need for more evidence on not only how
accurate the models are, but whether they can consistently improve outcomes.
They caution that these predictions are another datapoint to consider, rather
than a replacement to human expertise.
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“I don’t think at the moment that we’re to the point where AI will completely
override our morphological grading scheme,” said Matthew VerMilyea, the
vice president of scientific advancement at Ovation Fertility, a network of IVF
and genetic testing labs. “The plan is to use this as another tool in our toolbox
to help give us more confidence that we’re selecting the right embryo.”
But there remain unanswered questions around how to add AI ethically into
the fertility process, particularly in situations where patients struggling with
infertility might be led to pin too high of hopes on a technology that is still not
well-understood.
“There is a lot of pressure on a lot of couples trying to conceive,” said Junaid
Nabi, a public health and bioethics researcher at the Aspen Institute. “The
problem here is it is a matter of life.”
Most of these systems are black boxes, which means the data or calculations
behind them aren’t publicly disclosed. And like with nearly any experimental
tool, they run the risk of providing inaccurate results. Researchers caution that
the AI they build should only be used as one component in the decision-making
process, but there could still be legal repercussions if an embryo selected with
the help of AI turns out to have an abnormality the system didn’t catch.
Life Whisperer’s Perugini is careful to point out that any algorithm her company
would use would be to detect disorders in service of picking the embryo most
likely to result in a healthy baby, and not about weeding out specific qualities.
There are no guidelines that can help doctors and patients deal with the ethical
issues that AI creates specifically when used in IVF, according to Nabi. He
warned that there’s a need to navigate those issues before the technology
becomes more widely used. “They can keep working on the algorithms and
improve them,” Nabi said. “But relying on algorithms isn’t a solution.”
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Can AI improve cancer diagnosis
in real patients? The U.S. military
has enlisted Google to find out
By Casey Ross

| S E P T E M B E R 9 , 201 9

Google has published plenty of papers demonstrating the potential of

artificial intelligence to detect cancer earlier and with greater accuracy than
doctors can. But so far the benefits have remained entirely theoretical.
Now the company is taking a crucial next step — embedding its cancer-detection
AI in clinics where it will be used to help guide the care of real patients.
Under a contract with an innovation unit of the Defense Department, Google’s
AI models will be incorporated into microscopes used by pathologists in Veterans
Affairs hospitals and other military health facilities to help them analyze tumor
biopsies for the presence of breast, colon, and prostate cancer. The pilot project
is the first step in answering several questions facing Google, and AI in oncology
in general: Will it help doctors catch more malignancies at an earlier stage?
Will it improve treatment and survival for patients? Will the extent of the AI’s
benefits warrant payment from Medicare and private insurers?
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“Google has been known for coming out with algorithms that have blown our
socks away, and then they’ve done nothing with them, or at least they haven’t
come out into the public domain,” said Rajiv Dhir, a pathologist at the University
of Pittsburgh Medical Center who has helped develop a separate AI model for
detecting prostate cancer. “Since this is a federal-private collaboration, the hope
is that it leads to something.”
In an interview with STAT, executives of Google Cloud, the division of the
company working with the Defense Innovation Unit, said their goal is to improve
the accuracy of diagnosis, by catching more cancers and reducing false positives
that lead to unnecessary care for millions of patients every year.
“We’re applying what we’ve learned practically in this setting to see what kind
of impact we can have,” said Mike Daniels, a vice president at Google Cloud.
“That’s the exciting thing. We are moving to an applied practical case of AI at
the point of care to drive a better patient outcome and potentially more efficiency
in the process.”
The executives said it will be up to the federal overseers of the project to decide
whether and when the results are communicated publicly.
Google’s AI prototype will be used in the care of active-duty members of the
military as well as veterans in government hospitals and clinics around the
country. The AI’s analysis of pathology slides will appear in the field of view
of pathologists as they peer into augmented reality microscopes, highlighting
relevant portions of the slide for review. The AI will draw boundaries around
cancerous regions to support its conclusions.
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The project is part of a wave of cancer-detection AI models beginning to make
its way into the clinic. It is not a formal clinical trial, nor is it randomized, with
patients assigned to treatment or control groups and their outcomes compared.
Google Cloud executives said they do not anticipate filing for approval from the
Food and Drug Administration, because the AI is used to assist physicians, not
replace them.
In prior research, Google has demonstrated the ability of its AI to accurately
identify breast and prostate cancers in tissue specimens, in some cases outperforming pathologists in head-to-head comparisons. But Google executives said
translating those findings into more effective care is not as easy as it sounds.
“To go from [research and development] to clinical practice is a big gap,”
said Aashima Gupta, global head of health care solutions at Google Cloud.
“Just having a working model is not enough in health care. It needs to come
to where it makes a difference in clinical workflow.”
To gain greater adoption — and reduce the workload on pathologists — AI
systems must overcome several challenges. One is that pathologists often disagree
with each other when reading tumor slides, which makes it difficult to establish
a ground truth that the AI can be trained on. Another even more fundamental
question is figuring out what level of validation should be required to prove that
an AI system can really help patients if deployed broadly in care.
Health care regulators and providers have struggled with this question for
decades, most notably in breast cancer care, where computer-aided detection
software was deployed widely in the early 2000s but failed to improve outcomes
despite adding $400 million a year in costs, according to several studies.
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Dhir, the pathologist at the University of Pittsburgh, said his research team
opted to perform a blinded study of its AI model in prostate cancer, to evaluate
whether it could perform in a clinical setting distinct from the one that supplied
data used to train it. While that is short of a randomized controlled trial — the
gold standard applied in drug research — Dhir said it is sufficient to support
the use of an AI designed to give better information to doctors, rather than
replace them. He said UPMC is planning to deploy the AI developed by his
research team in pathology labs in the next few months.
“It gives you hot spots. It shows you areas that seem to be of concern,” he said.
“Then the pathologist looks at them and intersperses them in the context of
everything that’s going on in that particular patient and comes up with a final
diagnosis.”
He added, however, that the standard for his AI model — and Google’s — will
be higher when it comes to actually getting private insurers and the Centers for
Medicare and Medicaid Services to pay doctors more for using it. “CMS is not
going to start paying money unless they start to see some value being derived
from the platform or the algorithm,” he said.
CMS last week approved its first-ever payment for an AI system designed to aid
in the detection of strokes, and speed up the delivery of care. The question for
Google, Dhir said, is when it will be able to accomplish the same, and based
on what level of evidence. “I think there are a lot of [benefits] that are starting
to come together from all these algorithms and AI tools being developed,” he
said. “I think it will enhance the quality and amount of information that can
be provided.”
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CHAPTER 2

An unexpected turn — AI
takes on Covid-19
As some parts of the U.S. braced for a Covid-19 onslaught in March 2020,
researchers, hospitals, and engineers rushed to apply artificial intelligence to
the problem: They deployed AI-powered chatbots to keep anxious patients
from inundating emergency rooms; attempted to use AI algorithms to detect
signs of the disease in lung scans; and designed algorithms to crunch data
from wearables and predict future virus clusters.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

CHAPTER 2 | 46

It was hopeful, urgent work. “We’re racing against the clock,” said Eric
Topol, director of the Scripps Research Translational Institute and one of the
researchers trying to use wearable data to predict Covid-19 clusters. “The sooner
we can recruit and enroll a large number of people, the sooner we’ll have a
chance to predict an outbreak.”
As the virus picked up steam, however, the efforts got more ambitious and —
as with some of the drugs tried on Covid patients — threatened to get ahead
of the evidence, we learned. Before thoroughly testing them, hospitals began
using AI-powered support tools to predict which Covid-19 patients might fall
severely ill or die. Without addressing fundamental hurdles that might impede
their efforts, researchers started using AI algorithms to distinguish the flu
from Covid-19.
“If you don’t really know how good the tool is, it’s hard to understand if you’re
actually helping or hurting from a public health perspective,” said Andrew
Beam, an artificial intelligence researcher in the epidemiology department at
Harvard T.H. Chan School of Public Health.
One recent systematic review by researchers at the University of Cambridge
in the U.K. found a litany of common flaws in studies describing the use of
AI to help detect Covid-19 on medical images. Of the more than 2,000 studies
published on the topic, they concluded, none of the AI models was ready for
clinical use.
Collectively, these ambitious efforts gave us a real-world test of AI in medicine —
and taught us some crucial lessons. Clinical AI remains promising, but early.
It is too soon to tell whether decision-support tools designed to predict severe
Covid-19 cases or deaths work across large and diverse sets of patients.
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For that reason, testing and validating such algorithms on diverse data samples
has emerged as paramount: Just because an AI tool works on a small number of
patients in one part of the world does not mean it can be used on larger swaths of
the population. Indeed if it is, real harm might result.
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Health systems are using AI to
predict severe Covid-19 cases.
But limited data could produce
unreliable results
By Erin Brodwin

| N OV E M B E R 1 8 , 2020

As the United States braces for a bleak winter, hospital systems across the

country are ramping up their efforts to develop AI systems to predict how likely
their Covid-19 patients are to fall severely ill or even die. Yet most of the efforts
are being developed in silos and trained on limited datasets, raising crucial
questions about their reliability.
Dozens of institutions and companies — including Stanford, Mount Sinai, and
the electronic health records vendors Epic and Cerner — have been working
since the spring on models that are essentially designed to do the same thing:
crunch large amounts of patient data and turn out a risk score for a patient’s
chances of dying or needing a ventilator.
In the months since launching those efforts, though, transparency about the
tools, including the data they’re trained on and their impact on patient care,
has been mixed. Some institutions have not published any results showing
whether their models work.
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And among those that have published findings, the research has raised concerns
about the generalizability of a given model, especially one that is tested and
trained only on local data.
A study published this month in Nature Machine Intelligence revealed that a
Covid-19 deterioration model successfully deployed in Wuhan, China, yielded
results that were no better than a roll of the dice when applied to a sample of
patients in New York.
Several of the datasets also fail to include diverse sets of patients, putting
some of the models at high risk of contributing to biased and unequal care
for Covid-19, which has already taken a disproportionate toll on Black and
Indigenous communities and other communities of color. That risk is clear in
an ongoing review published in the BMJ: After analyzing dozens of Covid-19
prediction models designed around the world, the authors concluded that all of
them were highly susceptible to bias.
“I don’t want to call it racism, but there are systemic inequalities that are built
in,” said Benjamin Glicksberg, head of Mount Sinai’s center for Covid-19 bioinformatics and an assistant professor of genetics at the Icahn School of Medicine.
Gilcksberg is helping to develop a Covid-19 prediction tool for the health system.
Those shortcomings raise an important question: Do the divided efforts come
at the cost of a more comprehensive, accurate model — one that is built with
contributions from all of the research groups currently working in isolation on
their own algorithms?
There are obstacles, of course, to such a unified approach: It would require
spending precious time and money coordinating approaches, as well as coming
up with a plan to merge patient data that may be stored, protected, and codified
in different ways.
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Moreover, while the current system isn’t perfect, it could still produce helpful
local tools that could later be supplemented with additional research and data,
several experts said.
“Sure, maybe if everyone worked together we’d come up with a single best one,
but if everyone works on it individually, perhaps we’ll see the best one win,” said
Peter Winkelstein, executive director of the Jacobs Institute for Healthcare
Informatics at the University at Buffalo and the vice president and chief medical
informatics officer of Kaleida Health. Winkelstein is collaborating with Cerner
to develop a Covid-19 prediction algorithm on behalf of his health system.
But determining the best algorithm will mean publishing data that includes the
models’ performance and impact on care, and so far, that isn’t happening in any
uniform fashion.

Many of these efforts were first launched in the spring, as the first surge of

coronavirus cases began to overwhelm hospitals, sending clinicians and developers scrambling for solutions to help predict which patients could become the
sickest and which were teetering on the edge of death. Almost simultaneously,
similar efforts sprang up across dozens of medical institutions to analyze patient
data for this purpose.
Yet the institutions’ process of verifying those tools could not be more varied:
While some health systems have started publishing research on preprint servers
or in peer-reviewed journals as they continue to hone and shape their tools,
others have declined to publish while they test and train the models internally,
and still others have deployed their tools without first sharing any research.
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Take Epic, for instance: The EHR vendor took a tool it had been using to predict
critical outcomes in non-Covid patients and repurposed it for use on those with
Covid-19 without first sharing any public research on whether or how wel lthe
model worked for this purpose. James Hickman, a software developer on Epic’s
data science team, told STAT in a statement that the model was initially trained
on a large dataset and validated by more than 50 health systems. “To date, we
have tested the [tool’s] performance on a combined total of over 29,000 hospital
admissions of Covid-19 patients across 29 healthcare organizations,” Hickman
said. None of the data has been shared publicly.
Epic offered the model to clinics already using its system, including Stanford
University’s health system. But Stanford instead decided to try creating its own
algorithm, which it is now testing head-to-head with Epic’s.
“Covid patients do not act like your typical patient,” said Tina HernandezBroussard, associate professor of medicine and director of faculty development
in biomedical informatics at Stanford. “Because the clinical manifestation is so
different, we were interested to see: Can you even use that Epic tool, and how
well does it work?”
Other systems are now trying to answer that same question about their own
models. At the University at Buffalo, where Winkelstein works, he and his
colleagues are collaborating with Cerner to create a deterioration model by
testing it in “silent mode” on all admitted patients who are suspected or confirmed to have Covid-19. This means that while the tool and its results will be
seen by health care workers, its outcomes won’t be used to make any clinical
decisions. They have not yet shared any public-facing studies showing how well
the tool works.
“Given Covid-19, where we need to know as much as we can as quickly as
possible, we’re jumping in and using what we’ve got,” Winkelstein said.
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The biggest challenge with trying to take a unified approach to these tools
“is data sharing and interoperability,” said Andrew Roberts, director of data
science at Cerner Intelligence who leads the team that is collaborating with
Winkelstein. “I don’t think the industry is quite there yet.”
Further south in the heart of New York City, Glicksberg is leading efforts to
publish research on Mount Sinai’s prediction model. In November, he and his
colleagues published positive but preliminary results in the Journal of Medical
Internet Research. That study suggested its tool could pinpoint at-risk patients
and identify characteristics linked to that risk, such as age and high blood sugar.
Unlike many of the other existing tools, the Mount Sinai algorithm was trained
on a diverse pool of patient data drawn from hospitals including those in
Brooklyn, Queens, and Manhattan’s Upper East Side.
The idea was to ensure the model works “outside of this little itty bitty hospital
you have,” he said.

So far, two Covid-19 prediction models have received clearance from the

Food and Drug Administration for use during the pandemic. But some of the
models currently being used in clinics haven’t been cleared and don’t need to
be greenlit, because they are not technically considered human research and
they still require a health care worker to interpret the results.
“I think there’s a dirty little secret which is if you’re using a local model for
decision support, you don’t have to go through any regulatory clearance or
peer-reviewed research at all,” said Andrew Beam, assistant professor of
epidemiology at the Harvard T.H. Chan School of Public Health.
Some of the tools, however, may fall under FDA’s purview.
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If they are, for example, intended to allow health care workers to see how they
reached their conclusions — that is, if they are not “black box” tools — they
could meet the FDA’s requirements for regulation as devices.
“Depending on the type of information provided to the health care provider
and the type of information analyzed, decision support tools that are intended
as Covid-19 deterioration models likely … meet the device definition and are
subject to FDA regulatory oversight,” a spokesperson from the agency told
STAT in an email.
Some of the institutions developing models that appear to meet the definition
of regulatory oversight, though, have not submitted an application for FDA
clearance. All of the models that have landed FDA clearance thus far have
been developed not by academic institutions, but by startups. And like with
academic medical centers, these companies have taken divergent approaches
to publishing research on their products.
In September, Bay Area-based clinical AI system developer Dascena published
results from a study testing its model on a small sample of 197 patients across five
health systems. The study suggested the tool could accurately pinpoint 16% more
at-risk patients than a widely used scoring system. The following month, Dascena
received conditional, pandemic-era approval from the FDA for the tool.
In June, another startup — predictive analytics company CLEW Medical,
based in Israel — received the same FDA clearance for a Covid-19 deterioration
tool it said it had trained on retrospective data from 76,000 ICU patients over
10 years. None of the patients had Covid-19, however, so the company is
currently testing it on 500 patients with the virus at two U.S. health systems.
Beam, the Harvard researcher, said he was especially skeptical about these models,
since they tend to have far more limited access to patient data compared with
academic medical centers. “I think, as a patient, if you were just dropping me into
any health system that was using one of these tools, I’d be nervous,” Beam said.
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Debate flares over using AI to 		
detect Covid-19 in lung scans
By Casey Ross and Rebecca Robbins

| M A R C H 30 , 2020

A series of studies, starting as a steady drip and quickening to a deluge, has
reported the same core finding amid the global spread of Covid-19: Artificial
intelligence could analyze chest images to accurately detect the disease in
legions of untested patients.
The results promised a ready solution to the shortage of diagnostic testing in
the U.S. and some other countries and triggered splashy press releases and a
cascade of hopeful headlines. But in recent days, the initial burst of optimism
has given way to an intensifying debate over the plausibility of building AI
systems during an unprecedented public health emergency.
On one side are AI developers and researchers who argue that training and
testing methods can, and should, be modified to fit the contours of the crisis; on
the other are skeptics who point to flaws in study designs and the limited number
of lung scans available from coronavirus patients to train AI algorithms. They
also argue that imaging should be used sparingly during the pandemic because
of the risk of spreading the infection through contaminated equipment. For those
and other reasons, many radiological societies have recommended against using
such scans, whether supported by AI or not, for Covid-19 screening.
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As AI makes increasing inroads into health care — it’s already being used by
radiologists, for example, to help detect strokes and flag potentially cancerous
lesions — the coronavirus outbreak is providing the first opportunity for developers to test the feasibility of creating reliable algorithms on the fly. But it’s not
at all clear that a process that typically takes many months or years can be sped
up to help the first wave of patients.
“I’ve looked at the work around AI and Covid, and I’m not a big fan,” said Ella
Kazerooni, a radiologist at the University of Michigan Medical Center. She
questioned whether AI can differentiate between Covid-19 and other lower
respiratory illnesses when the scans the systems have been trained on focus
so heavily on critically ill patients and don’t represent the nuances they will
encounter in real clinical settings. “When you’re just comparing normal and
abnormal scans,” and nothing in between, she said, “it’s not very helpful.”
A key promise of the work involving chest images is that these scans could
provide an alternative to the tests that are currently used to detect the virus —
which are in severely short supply in many places. Those tests involve collecting
sputum from a throat or nasal swab and then running a polymerase chain
reaction, or PCR, to look for tiny snippets of the genetic code of the virus. But
critics argue that it’s not clear that even algorithms trained on vast, diverse, and
well-labeled data would be able to plug the gap quickly and reliably enough.
The dozens of researchers and companies that are trying to fill the vacuum say
their algorithms and imaging products can give caregivers guidance and help
improve treatment of patients. These AI models have a range of goals, including
screening for the illness, monitoring which infected patients are likely to get
worse, and gauging response to experimental drugs that may increasingly be
used to try to treat patients.
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The papers that have popped up in leading journals and on preprint servers
(that post papers before they are peer-reviewed) describe AI models that have
been trained and tested using chest images captured via X-rays or computed
tomography (CT) scans. The images from Covid-19 patients are generally
captured while they are at the hospital, often as inpatients due to severe
symptoms; chest images from patients with different lung conditions are
being used as controls to develop the models.
Many of these models rely heavily on images from Chinese patients infected in
the early weeks of the outbreak. While those scans comprise the largest dataset
to date, there is a question of whether they will apply to patients of different
racial backgrounds in Europe and the United States, where social, economic,
and environmental factors may influence the presentation of the infection.
The scans generated in Chinese hospitals also skew heavily toward patients
with advanced symptoms of infection, which may limit their value in screening
patients who have just started feeling ill and don’t know if they have Covid-19.
That mismatch causes a problem known as selection bias, in which research
conclusions become skewed because the data on which they are based do not
adequately reflect the population intended to be analyzed.
Some AI developers assert that the extremely high accuracy levels reported in
their initial studies are holding up in the real world as they begin to deploy their
products in hospitals. “We have processed hundreds of additional patient cases
in China and Russia, and we have started in Italy … and we are seeing similar
results and performance,” said Moshe Becker, chief executive of RADLogics,
a developer of software for use in radiology whose researchers co-authored a
preprint posted last week.
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A company spokesman said it has applied for an emergency use authorization
from the Food and Drug Administration to use the Covid-19 AI in the United
States and is seeking a similar approval in Europe. He said the AI is already
being used in 10 hospitals in China and Russia.
In 2018, RADLogics received a warning letter from the FDA that accused the
company of improperly marketing AI capabilities that it was not authorized to
provide. The company later resolved the complaint by removing the offending
language from its website.
Becker said his company began building its Covid-19 model when reports of the
infection began to surface several months ago. Its study, co-authored by physicians from Mount Sinai Hospital in New York and the University of Maryland,
states that the algorithm is designed to not only detect the coronavirus, but
provide a “corona score” to quantify the extent of the infection in patients, a
use Becker suggested could become more helpful as the outbreak worsens.
“The scale and patient volume is large and rapidly increasing for coronavirus,”
he said. “We see our solution being used primarily to augment caregivers in
testing and measuring the progression of the disease in patients that have
already been tested positive for COVID-19 and admitted to the hospital.”
That application could help caregivers gauge patients’ response to different
therapies, said Kazerooni, the Michigan radiologist. However, she said, it still
runs into the problem of potentially spreading the infection to caregivers and
other patients through contamination of imaging equipment. There’s also the
question of whether imaging is the best way to measure response to drugs that
doctors are just beginning to try on patients.
“We haven’t really started down that path yet, and I think most doctors are
making decisions based on patients’ symptoms — how well they’re doing, can
you get them off the ventilator,” she said.
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“We don’t know yet if there’s a role for [chest imaging] clinically.”
Since the start of the outbreak, the use of CT imaging has declined significantly,
according to Aidoc, an AI imaging company that collected usage data from 300
clients around the globe. The data show an overall decline of 20% across all
the company’s sites last week, versus the same week in February. The greatest
decline was in Europe, at 39%, with U.S. sites dropping 20%. The company
did not cite reasons for the decline, but a probable explanation is that providers
are canceling CT exams for most patients to reduce risk of contamination and
to focus care on those infected with Covid-19.
Meanwhile, companies that make imaging equipment and algorithms are
scrambling to highlight the potential value of their products in responding to the
outbreak, even if the needs of caregivers and patients are not yet entirely clear.
Butterfly Network, a maker of a portable ultrasound scanner, said its product is
being used to help treat patients in the U.S., Italy, and Spain, and on Friday it
received approval from Canadian regulators. The company has created a page
on its website to post ultrasound images of Covid-19 patients to help pinpoint
the physiological signatures of infection in the lungs.
“We’re literally updating this daily with more information,” said John Martin,
a physician and the company’s chief medical officer. “We want to help the
world consolidate their efforts, identify best practices, and be an educational
portal by which we all can learn.”
Prior to the outbreak, however, ultrasound technology was not widely used by
doctors to capture images of the lungs, which means the lack of evidence and
knowledge around its use could be a barrier to uptake. Martin said the product’s
portability could make it particularly useful, because it can be used on patients in
isolation and significantly reduces the problem of cross contamination created by
CT scanners and other types of imaging equipment.
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“Artificial intelligence tools on top of that will help us differentiate between
features of influenza A versus the Covid infection, because their appearances
are similar but there are some distinct features artificial intelligence can help
us with,” Martin added. “Cultures at the moment take time, and you’d like to
make that distinction right away.”
But it remains unclear whether AI can actually differentiate between different
kinds of infections based on the available data.
Most of the AI systems featured in recent studies are being trained on data
from dozens or hundreds of patients — not the many thousands that would
ideally be available to train algorithms on the distinct features of the infection.
Larger volumes of data are needed to examine how the disease affects patients
of different ages who may also have a range of complicating factors, such as
chronic respiratory illnesses or conditions such as diabetes.
Some AI researchers, however, think they can make do with relatively few
chest images from Covid-19 patients.
Joseph Paul Cohen, of the University of Montreal, is trying to build a public dataset of chest images that his team and other researchers can use to develop opensource AI tools to, among other tasks, distinguish Covid-19-induced pneumonia
from pneumonias caused by other viruses or bacteria. He’s sourcing those images
from Covid-19 studies that are published under creative commons licenses.
He estimated that AI models could be built using dozens or a few hundred X-ray
images from Covid-19 patients because there is an abundance of existing X-ray
images from patients with other lung conditions. He pointed to databases maintained by the National Institutes of Health, Stanford University, Massachusetts
Institute of Technology, and a team of researchers in Spain, which collectively
contain hundreds of thousands of non-Covid chest images that can be used as
controls to help train models.
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On the other hand, Cohen said, detecting Covid-19 from models built with
CT scans will be harder, because there’s no existing enormous dataset of these
images. “We’d be starting from scratch there,” Cohen said.
In recommending against the use of chest X-rays and CT scans to screen patients
for Covid-19, the American College of Radiology called out the lack of data and
consensus on physiological markers of the infection. “We want to emphasize that
knowledge of this new condition is rapidly evolving, and not all of the published
and publicly available information is complete or up-to-date,” the organization
wrote in boldface on its website. “Generally, the findings on chest imaging
in COVID-19 are not specific, and overlap with other infections, including
influenza, H1N1, SARS and MERS.”
Other AI researchers recognize the challenges inherent in developing such
algorithms for detecting Covid-19, but suggest that these models could be
particularly useful in certain limited cases.
For example, hospitals could use the models to analyze the scans of patients
whose PCR tests turned up negative for Covid-19 — but which are suspected
of being false negatives, said Enhao Gong, CEO of Subtle Medical, a Silicon
Valley startup that markets AI software that’s been cleared for use to enhance
certain medical scans, with the goal of speeding up processing.
The idea behind using algorithms for certain patients who’ve tested negative,
Gong said, would be to “detect any missing cases and trigger an alert.” Even
though the algorithm might not be perfect, he said, in these cases “a false alarm
is acceptable.”
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STAT’s guide to how hospitals 		
are using AI to fight Covid-19
By Casey Ross, Rebecca Robbins, and Erin Brodwin

| M A R C H 31 , 2020

The coronavirus outbreak has rapidly accelerated the nation’s slow-moving

effort to incorporate artificial intelligence into medical care, as hospitals grasp
onto experimental technologies to relieve an unprecedented strain on their
resources.
AI has become one of the first lines of defense in the pandemic. Hospitals are
using it to help screen and triage patients and identify those most likely to develop
severe symptoms. They’re scanning faces to check temperatures and harnessing
fitness tracker data, to zero in on individual cases and potential clusters. They are
also using AI to keep tabs on the virus in their own communities. They need to
know who has the disease, who is likely to get it, and what supplies are going to
run out tomorrow, two weeks from now, and further down the road.
Just weeks ago, some of those efforts might have stirred a privacy backlash. Other
AI tools were months from deployment because clinicians were still studying their
impacts on patients. But as Covid-19 has snowballed into a global crisis, health
care’s normally methodical approach to new technology has been hijacked by
demands that are plainly more pressing.
There’s a crucial caveat: It’s not clear if these AI tools are going to work. Many
are based on drips of data, often from patients in China with severe disease.
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Those data might not be applicable to people in other places or with milder
disease. Hospitals are testing models for Covid-19 care that were never intended
to be used in such a scenario. Some AI systems could also be susceptible to overfitting, meaning that they’ve modeled their training data so well that they have
trouble analyzing new data — which is coming in constantly as cases rise.
The uptake of new technologies is moving so fast that it’s hard to keep track
of which AI tools are being deployed — and how they are affecting care and
hospital operations. STAT has developed a comprehensive guide to that work,
broken down by how the tools are being used.
This list focuses only on AI systems being used and developed to directly aid
hospitals, clinicians, and patients. It doesn’t cover the flurry of efforts to use AI
to identify drug and vaccine candidates, or to track and forecast the spread of
the virus.
SCREEN PEOPLE WHO MIGHT BE INFECTED

This is one of the earliest and most common uses of AI. Hospitals have deployed
an array of automated tools to allow patients to check their symptoms and get
advice on what precautions to take and whether to seek care.
Some health systems, including Cleveland Clinic and OSF HealthCare
of Illinois, have customized their own chatbots, while others are relying on
symptom checkers built in partnership with Microsoft or startups such as
Boston-based Buoy Health. Apple has also released its own Covid-19 screening
system, created after consultation with the White House Coronavirus Task
Force and public health authorities.
Developers code knowledge into those tools to deliver recommendations to
patients. While nearly all of them are built using the CDC’s guidelines, they
vary widely in the questions they ask and the advice they deliver.
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STAT reporters recently drilled eight different chatbots about the same set of
symptoms. They produced confusing patchwork of responses. Some experts
on AI have cautioned that these tools — while well-intentioned — are a poor
substitute for a more detailed conversation with a clinician. And given the
shifting knowledge-base surrounding Covid-19, these chatbots also require
regular updates.

“If you don’t really know how good the tool is, it’s hard
to understand if you’re actually helping or hurting from
a public health perspective.”
AN DR EW B EAM , A RT I F I CI A L I N T E L L I G E N CE RE S E A RCH E R

“If you don’t really know how good the tool is, it’s hard to understand if you’re
actually helping or hurting from a public health perspective,” said Andrew
Beam, an artificial intelligence researcher in the epidemiology department at
Harvard T.H. Chan School of Public Health.
IDENTIFY HIGH-RISK PATIENTS SO DOCTORS CAN REACH OUT PROACTIVELY

Clover, a San Francisco-based health insurance startup, is using an algorithm
to identify its patients most at risk of contracting Covid-19 so that it can reach
out to them proactively about potential symptoms and concerns. The algorithm
uses three main sources of data: an existing algorithm the company uses to flag
people at risk of hospital readmission, patients’ scores on a frailty index, and
information on whether a patient has an existing condition puts them at a
higher risk of dying from Covid-19.
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S C R E E N F R O N T L I N E H E A LT H CA R E WO R K E R S

AI could also be used to catch early symptoms of the illness in health care
workers, who are at particularly high risk of contracting the virus. In San
Francisco, researchers at the University of California are using wearable rings
made by health tech company Oura to track health care workers’ vital signs
for early indications of Covid-19. If those signs — including elevated heart rate
and increased temperature — show up reliably on the rings, they could be fed
into an algorithm that would give hospitals a heads-up about workers who need
to be isolated or receive medical care.
D E T E C T C OV I D -1 9 — A N D D I S T I N G U I S H I T F R O M OT H E R R E S P I R ATO RY
ILLNESSES

Covid-19 testing is currently done by taking a sample from a throat or nasal
swab and then looking for tiny snippets of the genetic code of the virus. But
given severe shortages of those tests in many parts of the country, some AI
researchers believe that algorithms could be used as an alternative.
They’re using chest images, captured via X-rays or computed tomography (CT)
scans, to build AI models. Some systems aim simply to recognize Covid-19;
others aim to distinguish, say, a case of Covid-19-induced pneumonia from a
case caused by other viruses or bacteria. However, those models rely on patients
to be scanned with imaging equipment, which creates a contamination risk.
Other efforts to detect Covid-19 are sourcing training data in creative ways
— including by collecting the sound of coughs. An effort called Cough for the
Cure — led by a group of San Francisco-based researchers and engineers 		
— is asking people who have tested either negative or positive for Covid-19 to
upload audio samples of their cough. They’re trying to train a model to tell the
difference, though it’s not clear yet that a Covid-19 cough has unique features.
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P R E D I C T W H I C H C OV I D -1 9 PAT I E N T S W I L L D E T E R I O R AT E

Among the most urgent questions facing hospitals right now: Which of their
Covid-19 patients are going to get worse, and how quickly will that happen?
Researchers are racing to develop and validate predictive models that can
answer those questions as rapidly as possible.
The latest algorithm comes from researchers at NYU Grossman School of
Medicine, Columbia University, and two hospitals in Wenzou, China. In an
article published in a computer science journal on Monday, the researchers
reported that they had developed a model to predict whether patients would
go on to develop acute respiratory distress syndrome or ARDS, a potentially
deadly accumulation of fluid in the lungs. The researchers trained their model
using data from 53 Covid-19 patients who were admitted to the Wenzhou
hospitals. They found that the model was between 70% and 80% accurate
in predicting whether the patients developed ARDS.
At Stanford, researchers are trying to validate an off-the-shelf AI tool to see if it
can help identify which hospitalized patients may soon need to be transferred to
the ICU. The model, built by the electronic health records vendor Epic, analyzes
patients’ data and assigns them a score based on how sick they are and how likely
they are to need escalated care. Stanford researchers are trying to validate
the model — which was trained on data from patients hospitalized for other
conditions — in dozens of Covid-19 patients. If it works, Stanford plans to use
it as a decision-support tool in its network of hospitals and clinics.
Similar efforts are underway around the globe. In a paper posted to a preprint
server that has not yet been peer-reviewed, researchers in Wuhan, China,
reported that they had built models to try to predict which patients with mild
Covid-19 would ultimately deteriorate.
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They trained their algorithms using data from 133 patients who were admitted
to a hospital in Wuhan at the height of its outbreak earlier this year. And in
Israel, the country’s largest hospital has deployed an AI model developed by
the Israeli company EarlySense, which aims to predict which Covid-19 patients
may experience respiratory failure or sepsis within the next six to eight hours.
T R AC K H O S P I TA L B E D S A N D S U P P L I E S

AI is also helping to answer pressing questions about when hospitals might
run out of beds, ventilators, and other resources. Definitive Healthcare and
Esri, which makes mapping and spatial analytics software, have built a tool
that measures hospital bed capacity across the U.S. It tracks the location and
number of licensed beds and intensive care (ICU) beds, and shows the average
utilization rate.
Using a flu surge model created by the CDC, Qventus is working with health
systems around the country to predict when they will reach their breaking
point. It has published a data visualization tracking how several metrics will
change from week to week, including the number of patients on ventilators and
in ICUs.
Its current projection: At peak, there will be a shortage of 9,100 ICU beds and
115,000 beds used for routine care.
K E E P TA B S O N PAT I E N T S O U T S I D E T H E H O S P I TA L

To focus in-person resources on the sickest patients, many hospitals are deploying
AI-driven technologies designed to monitor patients with Covid-19 and chronic
conditions that require careful management. Some of these tools simply track
symptoms and vital signs, and make limited use of AI. But others are designed
to pull out trends in data to predict when patients are heading toward a
potential crisis.
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Mayo Clinic and the University of Pittsburgh Medical Center are working with
Eko, the maker of a digital stethoscope and mobile EKG technology whose
products can flag dangerous heart rhythm abnormalities and symptoms of
Covid-19. Mayo is also teaming up with another mobile EKG company, AliveCor, to identify patients at risk of a potentially deadly heart problem associated
with the use of hydroxychloroquine, a drug being evaluated for use in Covid-19.
Many developers of remote monitoring tools are scrambling to deploy them after
the Food and Drug Administration published a new policy indicating it will not
object to minor modifications in the use or functionality of approved products
during the outbreak. That covers products such as electronic thermometers, pulse
oximeters, and products designed to monitor blood pressure and respiration.
Among them is Biofourmis, a Boston-based company that developed a wearable
that uses AI to flag physiological changes associated with the infection. Its
product is being used to monitor Covid-19 patients in Hong Kong and three
hospitals in the U.S. Current Health, which makes a similar technology, said
orders from hospitals jumped 50% in a five-day span after the coronavirus
began to spread widely in the U.S.
R E M OT E LY D E T E C T H I G H T E M P E R AT U R E S A N D B LO C K S I C K P E O P L E
F R O M E N T E R I N G P U B L I C P L AC E S

Several companies are exploring the use of AI-powered temperature monitors
to remotely detect people with fevers and block them from entering public spaces.
Tampa General Hospital in Florida recently implemented a screening system
that includes thermal-scanning face cameras made by Orlando, Fla.-based
company Care.ai. The cameras look for fevers, sweating, and discoloration.
In Singapore, the nation’s health tech agency recently partnered with a startup
called KroniKare to pilot the use of a similar device at its headquarters and at
St. Andrew’s Community Hospital.
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G AU G E R E S P O N S E S TO E X P E R I M E N TA L T R E AT M E N T S

As experimental therapies are increasingly tested in Covid-19 patients, monitoring how they’re faring on those drugs may be the next frontier for AI systems.
A model could be trained to analyze the lung scans of patients enrolled in drug
studies and determine whether those images show potential signs of improvement. That could be helpful for researchers and clinicians desperate for signal
on whether a treatment is working. It’s not clear yet, however, whether imaging
is the most appropriate way to measure response to drugs that are being tried
for the first time on patients.
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CHAPTER 3

The emerging science of
implementing AI
When we reached out to Minnesota hospice nurse Deborah Carlson to ask for
her thoughts on an artificial intelligence tool her health system had introduced
several months prior, we were surprised to learn how little she had been told
about it.
Carlson had been introduced to the tool — a program that predicts which
patients are likely to die within the next 10 days — in an email.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

CHAPTER 3 | 70

Neither that correspondence nor any of the followup meetings she would have
with her team over the next few weeks, however, provided any information
about the tool’s inner workings or reliability.
So when the AI correctly predicted the death of a patient she thought seemed
stable, Carlson found herself questioning her judgement. How exactly did the
tool work, she wondered, and how could she know whether to trust it?
As a growing number of leading health systems deploy AI-powered tools to
help predict outcomes — often under the premise that they’ll boost health
workers’ efficiency, decrease hospital costs, and improve patient care — far less
attention has been paid to how the tools impact the frontline health workers
charged with using them.
Because data on the tools are rarely shared with clinicians or nurses, they
are left with crucial questions about how to best weave them into their workflow; verify their accuracy and reliability; and ensure their proper use. Without
knowing how the tools were trained, how can they be confident they will work
on their patients?
“Transparency is important,” said Tina Hernandez-Broussard, associate professor of medicine and director of faculty development in biomedical informatics
at Stanford. “It should be, ‘Here’s the algorithm, but hey, this hasn’t been tested
on people on Medicaid,’ or ‘Hey, this hasn’t been tested on African Americans.’”
Some institutions are brainstorming creative ways to do this. A team at the
Duke Institute for Health Innovation, for example, recently created a kind of
“nutrition facts” label for the tools that lays out their proper uses and limitations.
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The group includes anthropologists and sociologists, tasked with evaluating
AI tools’ impact on health workers and patients, in addition to developers and
hospital executives.
“You want people thinking critically about the implications of technology on
society,” said Mark Sendak, the group’s population health and data science
lead. Otherwise, “we can really mess this up.”
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‘It’s really on them to learn’:
How the rapid rollout of AI
tools has fueled frustration
among clinicians
By Erin Brodwin

| D E C E M B E R 1 7 , 2020

Hospice nurse Deborah Carlson had been hesitant to embrace the artificial
intelligence tool her health system introduced earlier this year. She knew next
to nothing about its inner workings, its accuracy, or its reliability.
Then, it correctly predicted the death of a patient she thought seemed stable —
and Carlson found herself questioning her judgement. How exactly did the tool
work, and how could she know whether to trust it?
Health workers like Carlson are increasingly being asked to incorporate
experimental AI systems into their workflows, as more hospitals roll out the
technologies to predict patient needs and outcomes. But without a transparent
explanation of how the tools work — or clear education on how to use them
— health workers are forced to grapple with a range of unknowns. Nurses
and doctors tasked with using the tools told STAT that the process has sowed
confusion, frustration, and concern.
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“We’re trying to implement this new layer of science into clinical practice
that frankly scares a lot of clinicians, or they’re crossing their fingers and
hoping it works,” said Warren Wiechmann, associate dean of educational
technologies and assistant professor of clinical emergency medicine at the
University of California, Irvine.
The rollout of these systems represents a significant departure from the more
transparent and uniform way other tools — such as a new lab test or clinical
guideline — have historically been introduced. That gap reflects the health
care system’s ongoing struggle to keep up with the cutting-edge nature of the
tools. The field is developing at such a rapid clip that regulation has fallen behind
and individual health systems are rolling out the tools without a standardized
approach to educating their staff — feeding feelings of fear, doubt, and hesitancy
among health workers.
Carlson first learned about the AI tool her hospice facility would be using in an
email. In a note, her supervisor described a high-tech program her facility would
be testing with the aim of increasing their face time with the sickest patients.
Using AI and machine learning, the tool would predict which patients were likely
to die within the next 10 days. Carlson and her coworkers could then adjust their
schedules to spend more time with the people nearing the end.
Weeks later, Carlson’s hospice center started using the tool, a program developed
by Minnesota-based hospice analytics company Muse Healthcare. Carlson had
a lot of doubts, but put them on ice while she took a few days off work. When
Carlson returned, she was told one of her patients — a seemingly stable patient
who she’d never have suspected was high-risk — had died.
“I was very surprised,” she said.
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Muse says its tool works by crunching hundreds of data points including vital
signs, previous visits, medications, allergies, and “anything a nurse documents
in her visit,” said Tom Maxwell, Muse co-founder and chair, adding that based
on internal research, the tool is 93% accurate in flagging the patients likely to
die within the next 7-10 days.
Little about the actual process or its accuracy was explained to Carlson, she said.
“We weren’t told this was AI,” she said. “Maybe I should have been able to
extrapolate that from the information we were given, but it wasn’t obvious to
me at the time.”
In Carlson’s eyes, the stakes of using the new hospice tool were low enough
that she was willing to lend it her trust, despite not fully understanding how
it works. After all, all of her patients faced a high risk of death. All the tool
would do is direct slightly less or slightly more attention their way.
The risks may be considerably higher in other settings, including hospitals
where AI systems are being used to flag signs of sepsis, predict which patients
are at risk of deterioration, and recommend people ready to be discharged. In
those settings, buy-in and trust from providers is crucial. If a nurse or doctor
doesn’t trust a prediction model designed to flag a serious case of sepsis, they
might fail to direct the proper resources toward that patient.
“A key issue with AI in general is that it’s a mystery to a lot of practitioners,”
said Wiechmann. “Not just in terms of how it’s put together but how it works.
From Hal to Watson, these complex systems are this mystical box that just
does stuff.”
That mystery makes the tools hard for some health workers to fully trust.
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Several clinicians told STAT they are concerned that a poorly-understood AI
system could have unexpected and negative consequences on their patients —
and in particular, are worried about an experimental tool exacerbating existing
biases in the medical system.
“A lot of these tools don’t come with a citation or any way to investigate their
reliability or the confidence intervals around their estimates,” said Kira Newman, a gastroenterology and hepatology fellow at the University of Michigan.
Clinicians said they would be more comfortable incorporating new AI systems
into their practice if the tools were labeled with data including their accuracy and
reliability, the research that was used to power them, and a list of their potential
limitations. This is especially important, they said, because several existing AI
tools have been shown to exacerbate inequalities — particularly along racial
and socioeconomic lines.
“Transparency is important,” said Tina Hernandez-Broussard, associate professor of medicine and director of faculty development in biomedical informatics
at Stanford. “It should be, ‘Here’s the algorithm, but hey, this hasn’t been tested
on people on Medicaid,’ or ‘Hey, this hasn’t been tested on African-Americans.’”
The developers of many AI-powered decision support tools have not sought
approval from the Food and Drug Administration, in part because the majority
are not considered medical devices under the 21st Century Cures Act. That may
be changing, however. In guidelines the agency released last fall, the FDA said
it intended to focus its oversight powers on AI tools whose rationale cannot be
independently evaluated by clinicians, or in other words, on tools that don’t
allow practitioners to see how they arrived at their conclusions.
Maxwell, the Muse co-founder, said his company’s prediction tool did not
need FDA approval because it was meant only for clinical guidance.
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Tools that lack the regulatory vetting required of a new drug or a more
traditional medical device gives some clinicians pause.
“We all want to know what the future holds for our patients. We all want to be
able to change it when something bad is going to happen. But not giving us a
measure of certainty around these tools doesn’t really help us,” said Newman,
the University of Michigan fellow.
To ease providers’ concerns, health systems will not only have to come up with
ways to display that evidence; they’ll also have to make sure the tools fit into
practitioners’ workflows without causing a headache.
Some health systems are taking a thoughtful approach to this: At Stanford, for
example, clinicians, nurses, and developers meet regularly to discuss potential
new tools and to come up with a plan to vet them before implementing them
internally. If the tool passes the test, the team meets regularly to decide how to
communicate it to the rest of the hospital and to make sure it is used properly,
said Ron Li, the medical informatics director for artificial intelligence clinical
integration at Stanford Health Care and a clinical assistant professor of medicine
at Stanford University.
“Our approach is aimed at having clinicians feel like they are included and
know what they’re doing,” Li said.
Frequently, however, the rollout is far less comprehensive, like in Carlson’s
case. In other cases, it is up to a single clinician to seek out a potential AI
tool, convince a hospital administrator and coworkers to consider trailing
them within their system, and then figure out how to communicate that the
tool will be implemented hospital-wide.
That process is often far from smooth.
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For example, when Duke Hospital rolled out a new sepsis risk algorithm, the tool
succeeded in slotting patients into the appropriate risk category and directing
the most care to the highest-risk individuals. But it also created friction between
clinicians and nurses, neither of whom was adequately informed of how the tool
would be implemented in practice.
It’s a problem that trickles all the way down to medical education, which also
hasn’t caught up to the technology. By and large, medical or nursing schools still
have not introduced AI and machine learning in medicine into their curriculum.
“We have pretty minimal information within our curriculum for our students
about AI in general,” said Wiechmann, the UCI assistant dean. “We don’t
explicitly talk about AI or these systems. It’s really on them to learn about it
on their own.”
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With ‘nutrition labels’ and an
anthropologist’s eye, Duke
pioneers a new approach to AI
in medicine
By Erin Brodwin

| O C TO B E R 5 , 2020

If not for an anthropologist and sociologist, the leaders of a prominent health
innovation hub at Duke University would never have known that the clinical
AI tool they had been using on hospital patients for two years was making life
far more difficult for its nurses.

The tool, which uses deep learning to determine the chances a hospital patient
will develop sepsis, has had an overwhelmingly positive impact on patients. But
the tool required that nurses present its results — in the form of a color-coded
risk scorecard — to clinicians, including physicians they’d never worked with
before. It disrupted the hospital’s traditional power hierarchy and workflow,
rendering nurses uncomfortable and doctors defensive.
As a growing number of leading health systems rush to deploy AI-powered
tools to help predict outcomes — often under the premise that they will boost
clinicians’ efficiency, decrease hospital costs, and improve patient care — far
less attention has been paid to how the tools impact the people charged with
using them: frontline health care workers.
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That’s where the sociologist and anthropologist come in. The researchers are
part of a larger team at Duke that is pioneering a uniquely inclusive approach
to developing and deploying clinical AI tools. Rather than deploying externally
developed AI systems — many of which haven’t been tested in the clinic —
Duke creates its own tools, starting by drawing from ideas among staff. After
a rigorous review process that loops in engineers, health care workers, and
university leadership, social scientists assess the tools’ real-world impacts on
patients and workers.
The team is developing other strategies as well, not only to make sure the
tools are easy for providers to weave into their workflow, but also to verify that
clinicians actually understand how they should be used. As part of this work,
Duke is brainstorming new ways of labeling AI systems, such as a “nutrition
facts” label that makes it clear what a particular tool is designed to do and how
it should be used. They’re also regularly publishing peer-reviewed studies and
soliciting feedback from hospital staff and outside experts.
“You want people thinking critically about the implications of technology on
society,” said Mark Sendak, population health and data science lead at the
Duke Institute for Health Innovation.
Otherwise, “we can really mess this up,” he added.

Getting practitioners to adopt AI systems that are either opaquely defined or

poorly introduced is arduous work. Clinicians, nurses, and other providers may
be hesitant to embrace new tools — especially those that threaten to interfere
with their preferred routines — or they may have had a negative prior experience
with an AI system that was too time-consuming or cumbersome.
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The Duke team doesn’t want to create another notification that causes a headache for providers — or one that’s easy for them to ignore. Instead, they’re
focused on tools that add clear value. The easiest starting point: ask health
workers what would be helpful.
“You don’t start by writing code,” said Sendak, the data science lead. “Eventually
you get there, but that happens in parallel with clinicians around the workflow
design,” he added.
That involves some trial and error, like in the case of the sepsis tool. It was only
when the social science researchers reviewed the rollout of that tool that they
saw the process was anything but seamless.
While the sepsis algorithm succeeded in slotting patients into the appropriate
risk category and directing the most care to the highest-risk individuals, it also
quickly created friction between nurses and clinicians. Nurses who had never
before directly interacted with attending physicians — and who worked in a
different unit on a different floor — were suddenly charged with calling them
and communicating patients’ sepsis results.
“Having neither a previous nor current face-to-face relationship with the doctors
[the nurses] were calling was unusual and almost prohibitive to effectively
working together,” Madeleine Clare Elish, an anthropologist who previously
served as the program director at the Data and Society Research Institute, and
Elizabeth Anne Watkins, a sociologist and affiliate at the Data and Society
Research Institute, wrote in their report.
The Duke nurses came up with a range of strategies to deal with this issue,
such as timing their calls carefully with physicians’ schedules to make sure
they were in a headspace where they would be more receptive to their call.
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At times, they bundled their calls, discussing several patients at once so they
wouldn’t be seen as a repeated disruption. But that effort — something Elish
and Watkins called “repair work” — is difficult and emotional, and takes
another toll on nurses’ well-being.
Had it not been for the sociological research, the extra labor being taken on by
the Duke nurses might have gone unnoticed, which could have created more
problems down the road — and perhaps would have shortened the lifespan of
the AI model.
Ideally, the Duke team will take the researchers’ findings into account as they
continue to hone the sepsis model, making sure the tool is producing fair work
for all of the hospital staff.
“Duke is putting a lot of effort into addressing equity by design,” said Suresh
Balu, associate dean for innovation and partnership at the Duke School of
Medicine and program director of the Duke Institute for Health Innovation.
“There is lots to be done, but the awareness is improving.”

Every year since 2014, the Duke team has put out a formal request for

applications asking frontline health care workers — everyone from clinicians
and nurses to students and trainees — to pinpoint the most pressing issues they
encounter on the hospital floor and propose potential tech-driven solutions to
those problems. Neither artificial intelligence nor machine learning are requirements, but so far, a majority of the proposals have included one or both.
“They come to us,” Balu said.
Previous projects have produced AI tools designed to save clinicians time
and effort, such as an easy-to-use algorithm that spots urgent heart problems
in patients.
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Others improve the patient experience, such as a deep learning tool that scans
photographs of dermatology patients’ skin and lets clinicians more rapidly slot
them into the appropriate treatment pathways for faster care.
Once the models are crafted by a group of in-house engineers and medical
staff, reviewed by the innovation team and associate dean, and released, the
social scientists study their real-world impacts. Among their questions: How
do you ensure that frontline clinicians actually know when — and when not
— to use an AI system to help inform a decision about a patient’s treatment?
Clinicians, engineers, and frontline staff have a constant feedback loop in
weekly faculty meetings.
“At the frontline level we talked about it in our weekly faculty meeting — the
point person on that project would say, ‘Do you have any feedback on it?’ And
then the next month they’d say, ‘OK, this is what we heard last month so we
did this. Does anyone have any feedback on that?’” said Dan Buckland, assistant
professor of surgery and mechanical engineering at Duke University Hospital.
He said personally, he’s “had a lot of questions” about various AI tools being
developed and implemented.
“And so far no one has been too busy to answer them,” added Buckland, who
has also been involved in developing some of the AI systems that Duke is
currently using.
Duke’s approach is an effort at transparency at a time when the vast majority of
AI tools remain understudied and often poorly understood among the broader
public. Unlike drug candidates, which are required to pass through a series of
rigorous steps as part of the clinical trial process, there’s no equivalent evaluation
system for AI tools, which experts say poses a significant problem.
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Already, some AI tools have been shown to worsen or contribute to existing
health disparities — particularly along the lines of race, gender, and socioeconomic status. There is also no standard way for AI system developers to
communicate AI tools’ intended uses, limitations, or general safety.
“It’s a free-for-all,” Balu said.
Constantly evolving AI systems are, in many ways, harder to evaluate than
drugs, which generally do not change once they are approved. In a paper
published in April in the journal Nature Digital Medicine, Harvard Law
School professor Glenn Cohen proposed one potential fix for that: Rather
than evaluating AI tools as static products, they should be assessed as systems
capable of being reevaluated in step with their evolution.
“This shift in perspective — from a product view to a system view — is central
to maximizing the safety and efficacy of AI/ML in health care,” Cohen wrote.
A big part of evaluating that system is closely examining how it works in the
clinic. At Duke, the researchers aren’t just looking at how accurate their models
are — but also how effective they are in the real world setting of a hectic hospital.
At the same time it is crowdsourcing ideas for tools, the team is also getting
creative with how to make sure clinicians understand how to use the tools they
develop. That step could prove crucial to taking an AI model from an accurate
predictive tool to an actually useful technology.
A prime example of those efforts: the nutrition facts label Duke researchers
have tested with their sepsis model.
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In a paper published in March in the journal Nature Digital Medicine, the team
presents a prototype of a label that included a summary of the tool’s intended
uses and directions, warnings, and data on the tool’s validation and performance.
“We wanted to clearly define what the tool is, where you can use it, and more
importantly, where you should not use it,” Balu said.
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CHAPTER 4

Bias and health inequity
Artificial intelligence can either eliminate bias in medicine or perpetuate it on
a massive scale. During months of reporting, we found that the line between
those two outcomes is often razor thin, determined by subtle technical choices
that can dramatically skew an algorithm’s output.
Take a recent effort by Stanford University to use an algorithm to prioritize
Covid-19 vaccinations among its clinicians. The tool seemed to consider all the
right factors: age, job title, and theoretical risk of exposure to Covid-19. But
its use resulted in the prioritization of administrators and clinicians working
remotely over residents working on the frontlines of care, resulting in protests
by hospital staff.
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Among other things, the humans who built the algorithm had failed to take
into account Covid-19 staffing protocols that meant many senior clinicians
who normally work closely with patients were being kept at a distance. In other
words, the clinicians who seemed at highest risk on paper were actually the
lowest risk in practice.
“I think it was designed with the best intentions,” said Jeffrey Bien, a Stanford
oncology fellow. “But there are hard decisions to make. If you’re designing
the algorithm from the standpoint of, prevent as many deaths as possible, that
would be different than trying to prevent as many infections as possible.”
Algorithmic flaws sometimes escape notice for many years. We discovered that
a common method of using analytics software to target medical resources to the
neediest patients was infusing pervasive racial bias into decision-making about
who should receive stepped-up care.
The software systems, in use by insurers and providers across the country,
predict a patient’s annual cost of care as a way to assess the individual’s need
for additional services. Cost seems like a reliable proxy, but here’s the problem:
People of color use fewer medical services on average than white people with
the same number of chronic illnesses because of differences in access to care
and other social factors.
In one case examined by STAT, a 61-year-old Black woman and 58-year-old
white woman had a similar list of health problems — including kidney disease,
diabetes, obesity, and heart failure. But the white patient was given a risk score
that was four times higher, making her more likely to receive additional services.
Ziad Obermeyer, one of the researchers who uncovered those flaws in an
algorithm developed by the health services giant Optum, published another
study with colleagues recently that showcased the potential of AI to counteract
long-standing racial disparities, instead of exacerbating them.
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The paper found that using AI to analyze self-reported pain scores in concert
with X-ray images helped to explain elevated levels of osteoarthritis knee pain
experienced by Black patients — a disparity that another commonly used
assessment tool had previously failed to take into account.
The finding could have real implications for care, making more Black patients
eligible for surgeries or other treatments they previously would have gone without. But it will take additional study, and an intention by humans to root out bias,
to ensure AI can live up to its potential in this realm and in so many others.
“I think this is very promising and one of the main paths that AI researchers
should pursue in the future,” said Claudio von Schacky, a professor of radiology
at the Technical University of Munich who was not involved in the osteoarthritis
study. “Implementing these types of systems into clinical practices is a lot more
challenging than it might seem.”
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From a small town in North
Carolina to big-city hospitals,
how software infuses racism
into U.S. health care
By Casey Ross

| O C TO B E R 1 3 , 2020

AHOSKIE, N.C. — The railroad tracks cut through Weyling White’s

boyhood backyard like an invisible fence. He would play there on sweltering
afternoons, stacking rocks along the rails under the watch of his grandfather,
who established a firm rule: Weyling wasn’t to cross the right of way into the
white part of town.
The other side had nicer homes and parks, all the medical offices, and the
town’s only hospital. As a consequence, White said, his family mostly got by
without regular care, relying on home remedies and the healing hands of the
Baptist church. “There were no health care resources whatsoever,” said White,
34. “You would see tons of worse health outcomes for people on those streets.”
The hard lines of segregation have faded in Ahoskie, a town of 5,000 people
in the northeastern corner of the state. But in health care, a new force is
redrawing those barriers: algorithms that blindly soak up and perpetuate
historical imbalances in access to medical resources.
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A STAT investigation found that a common method of using analytics software
to target medical services to patients who need them most is infusing racial bias
into decision-making about who should receive stepped-up care. While a study
published last year documented bias in the use of an algorithm in one health
system, STAT found the problems arise from multiple algorithms used in
hospitals across the country. The bias is not intentional, but it reinforces deeply
rooted inequities in the American health care system, effectively walling off
low-income Black and Hispanic patients from services that less sick white
patients routinely receive.
These algorithms are running in the background of most Americans’ interaction
with the health care system. They sift data on patients’ medical problems, prior
health costs, medication use, lab results, and other information to predict how
much their care will cost in the future and inform decisions such as whether they
should get extra doctor visits or other support to manage their illnesses at home.
The trouble is, these data reflect long-standing racial disparities in access to care,
insurance coverage, and use of services, leading the algorithms to systematically
overlook the needs of people of color in ways that insurers and providers may fail
to recognize.
“Nobody says, ‘Hey, understand that Blacks have historically used health care
in different patterns, in different ways than whites, and therefore are much less
likely to be identified by our algorithm,” said Christine Vogeli, director of
population health evaluation and research at Mass General Brigham Healthcare in Massachusetts, and co-author of the study that found racial bias in the
use of an algorithm developed by health services giant Optum.
The bias can produce huge differences in assessing patients’ need for special
care to manage conditions such as hypertension, diabetes, or mental illness:
In one case examined by STAT, the algorithm scored a white patient four
times higher than a Black patient with very similar health problems, giving
the white patient priority for services.
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In a health care system with limited resources, a variance that big often means
the difference between getting preventive care and going it alone.
There are at least a half dozen other commonly used analytics products that
predict costs in a similar way as Optum’s does. The bias results from the use
of this entire generation of cost-prediction software to guide decisions about
which patients with chronic illnesses should get extra help to keep them out of the
hospital. Data on medical spending is used as a proxy for health need — ignoring
the fact that people of color who have heart failure or diabetes tend to get fewer
checkups and tests to manage their conditions, causing their costs to be a poor
indicator of their health status.
No two of these software systems are designed exactly alike. They primarily use
statistical methods to analyze data and make predictions about costs and use
of resources. But many software makers are also experimenting with machine
learning, a type of artificial intelligence whose increasing use could perpetuate
these racial biases on a massive scale. The automated learning process in such
systems makes them particularly vulnerable to recirculating bias embedded in
the underlying data.
Race, however, is entirely absent from the discussion about how these products
are applied. None of the developers of the most widely used software systems
warns users about the risk of racial disparities. Their product descriptions
specifically emphasize that their algorithms can help target resources to the
neediest patients and help reduce expensive medical episodes before they happen.
Facing increasing pressure to manage costs and avoid government penalties
for readmitting too many patients to hospitals, providers have adopted these
products for exactly that purpose, and failed to fully examine the impact of
their use on marginalized populations, data science experts said.
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The result is the recycling of racism into a form that is less overt but no less
consequential in the lives of patients who find themselves without adequate care
at crucial moments, when access to preventive services or a specialist might have
staved off a serious illness, or even death.
The failure to equitably allocate resources meant to avert health crises is
evident in a large body of research. One study found Black patients in traditional Medicare are 33% more likely to be readmitted to hospitals following
surgery than white patients; they are also more frequently re-hospitalized for
complications of diabetes and heart failure, and are significantly less likely to
get referred to specialists for heart failure treatment. These disparities should
be mitigated if analytics software was really identifying the neediest patients.
The fallacy of these tools can be seen in places like Ahoskie, an agricultural
community framed by fields of soybeans and cotton whose high rates of poverty
and unemployment put health care out of reach for many residents. Large segments of its majority-Black population don’t have regular primary care doctors
who, therefore, don’t have enough data on their medical problems and prior
treatment to accurately assess their needs, or compare them to other patients.
White said he did not start getting regular doctor visits until his late 20s, in part
because his family was distrustful of local health care providers and defaulted to
using the emergency department for any significant problems. As he grew older,
he learned of a history of chronic illnesses in his family that had gone untreated,
including his own high blood pressure.
“A lot of my family members struggled,” he said. “My aunt was in a wheelchair
and I didn’t realize until I was older that it was because she had suffered a
stroke. Many family members suffered from diabetes and hypertension. It was
rampant on my mother’s side.”
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White, a father of three, said he has dedicated himself to improving the health
of his family and the broader community. Last fall, he was elected mayor of
Ahoskie, and he works a day job as practice administrator of the community
health center, where he monitors productivity and manages daily operations.
The health center collects data on patients’ social challenges, such as food and
housing insecurity, to help counteract nonmedical problems that contribute to
poor health outcomes.
While those data are hard to collect and are not consistently factored into cost
prediction algorithms, White said they weigh heavily on the use of health care
services in Ahoskie. “We see people coming in sweaty and out of breath because
they had to walk here from Ward B,” he said, referring to the historically Black
section of town. “Those [disparities] are definitely apparent. People here are
extremely sick, and it’s because of chronic illnesses that are out of control.”

Algorithms used to assess patients’ health needs churn in the back offices of
health systems nationwide, out of view of patients who are not privy to their

predictions or how they are being applied. But a recent study of software built
by Optum offered a rare look under the hood.
In crunching the data, researchers found, the software was introducing bias
when patients’ health costs were used as a filter for identifying those who would
benefit from extra care. STAT obtained previously undisclosed details from the
researchers that show how the system’s cost predictions favored white patients.
In one example, a 61-year-old Black woman and 58-year-old white woman
had a similar list of health problems — including kidney disease, diabetes,
obesity, and heart failure. But the white patient was given a risk score that
was four times higher, making her more likely to receive additional services.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 11 | 93

In another, a 32-year-old white man with anxiety and hypothyroidism was
given the same risk score as a 70-year-old Black man with a longer list of
more severe health problems, including dementia, kidney and heart failure,
chronic lung disease, high blood pressure, and a prior stroke and heart attack.
Certain details of those cases were altered to protect the privacy of the patients.
But authors of the study said they are emblematic of bias that arose from the use
of Optum’s cost predictions to measure patients’ health needs. Of the patients
it targeted for stepped-up care, only 18% were Black, compared to 82% white.
When they revised the algorithm to predict the risk of illnesses instead of cost, the
percentage of Black patients more than doubled, to 46%, while the percentage of
white patients dropped by a commensurate amount.
The problem wasn’t that the algorithm was inaccurate. Viewed from an actuarial standpoint, it performed exactly as intended and predicted costs reliably.
The bias arose because the care of Black patients costs $1,800 per year less
on average than the care of white patients with the same number of chronic
illnesses. In essence, the algorithm was hampered by a very human flaw — that
it was blind to the experience of being a Black patient in a health care system
where people of color face racism, tend to be lower-income, and have less
insurance coverage and fewer providers in their neighborhoods.
“The core of this bias is that people who need health care for whatever reason
don’t get it, which means their costs don’t get recorded, they don’t make it into
the system,” said Ziad Obermeyer, a physician and professor at the University of
California, Berkeley, and co-author of the study. “These small technical choices
make the difference between an algorithm that reinforces structural biases in
our society, and one that fights against them and gives resources to the people
who need them.”
The study did not identify Optum as the maker of the analytics software; the
company’s role was later revealed in a story published by the Washington Post.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 11 | 94

Executives at Optum have begun to aggressively push back against the study’s
findings. Initially, the company issued a statement expressing appreciation for
the researchers’ work, while pointing out that the company’s product — called
ImpactPro — collects and analyzes hundreds of data points on patients that
can be used to provide a clearer picture of their health needs.
But in recent months, as the study attracted more media coverage amid protests
against racism, the company’s tone shifted: “The algorithm is not racially
biased,” a company spokesman, Tyler Mason, wrote in a statement emailed
to STAT in July. “The study in question mischaracterized a cost prediction
algorithm used in a clinical analytics tool based on one health system’s incorrect
use of it, which was inconsistent with any recommended use of the tool.”

“These small technical choices make the difference
between an algorithm that reinforces structural biases in
our society, and one that fights against them. …”
ZI AD O B ER M EY ER , U N I V E RS I T Y O F CA L I F O RN I A , BE RKE L E Y

Optum executives also said they do not plan to make any changes to the
product, because they believe the 1,700 measures embedded in it provide
enough information to eliminate bias that arises from isolated use of the
cost-prediction algorithm.
The study was conducted based on the use of Impact Pro by Mass General
Brigham, a health system affiliated with Harvard University.
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The health system was using the tool to help identify patients who would benefit
from referral to programs designed to avert costly medical episodes by delivering
more proactive care.
Optum advertises the product’s use for that purpose. A prospectus posted on its
website says the software can “flag individuals for intervention using Impact Pro’s
predictive modeling technology … and identify individuals with upcoming
evidence-based medicine gaps in care for proactive engagement.”
A sample profile of a patient with diabetes is included in the document, which
contains information on diagnoses and prior care, as well as specific treatment
gaps, such as the lack of a physician visit in the prior six months and no evidence
of testing for liver function or lipid levels. A summary at the top of the document
highlights the patient’s prior annual costs as well as predicted future costs and
probability of hospitalization.
Mass General Brigham was using the cost information as a basis for screening
patients for intervention programs: Those in the top 97th percentile were
automatically referred, while patients in the 55th percentile and above were
referred to primary care physicians, who were supplied additional data about
the patient and prompted to consider whether they would benefit from more
intensive services
Vogeli, the health system’s director of evaluation and research for population
health, said several factors were considered in addition to cost, including prior
hospitalizations and whether a patient had shown up for their appointments
and took medicines as prescribed. She said she doubts any providers are making
referral decisions solely based on cost, but that cost-based risk scores are core
features of these products that introduce money — and consequently race —
into deliberations where they shouldn’t hold sway.
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“The risk score isn’t telling you the [health] risk of the population,” Vogeli said.
“It’s telling you how expensive that population is going to be, and that’s related
to who they are, what their background is, what their economic situation is, and
unfortunately, what the color of their skin is.”

STAT found that none of the top products for analyzing patient populations
explicitly warn users that racial differences in access to care could skew their

referral decisions. Instead, their online brochures promise to accurately identify
high-cost patients who could benefit from more proactive care.
In the years following passage of the Affordable Care Act in 2010, their pitches
found a newly receptive audience. The law prevented insurers from using data
on costs to deny coverage to people with preexisting conditions. But it created
incentives for health providers to identify and intervene in the care of high-cost
patients, through new arrangements that shared financial responsibility for
runaway medical expenses between insurers and hospitals.
By 2019, these algorithms were being used in the care of more than 200 million
Americans — essentially applying an actuarial concept of risk to decisions about
who might benefit from additional doctor visits or outreach to help manage their
blood pressure or depression.
Even as uptake increased, most providers were still learning how to apply the
software in clinical settings and eliminate bias. In many cases, key data are
missing from records or are simply not collected, leaving the providers with
varying levels of information on patients beyond the core data on their costs,
said Jonathan Weiner, co-developer and scientific director of the Johns Hopkins
ACG predictive modeling system, another product widely used by hospitals to
predict costs and health needs of patients.
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He described the Science paper as a “wake-up call” and said it prompted ACG
to audit its algorithms and consider updates to training materials to inform
users about the potential for racial bias. “The bias is embedded in the data that
we analyze,” Weiner said. “How do you solve that? You get new data, improve
the data we have, and you modify your conceptual framework.”
Weiner added that efforts to apply machine learning in these systems raise
particular concerns, because of the lack of granularity in the data. “In radiology,
AI will move more rapidly, but that’s because everything has been computerized
to the micro pixel,” he said. “But your medical record and my medical record
and the medical records of a million people in inner-city Baltimore have not
been pixelated to that level yet.“
One software maker whose products were referenced in the study said they are
configured in a way that prevents racial bias from arising. L. Gordon Moore,
a physician and senior director of clinical strategy and value-based care at 3M,
said the company’s analytics software groups patients based on illnesses reported
in insurance claims data to help predict costs, but he said it helps providers
identify patients that may be disconnected from care. He said the company did
not audit its algorithms in response to the study, though he acknowledged the
paper issued a crucial warning to the industry.
“The Science paper did a really important thing, which is to call out the absolute
imperative to understand bias as we’re doing this work,” Moore said. “We’re very
thoughtful about separating cost from what we’re saying about a person’s place on
a hierarchy of burden of illness.”
Other software makers said the study has prompted them to take a close look at
their products.
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“We immediately started examining our models to see if we could determine
if there were problems that would need to be corrected,” said Hans Leida, a
principal and consulting actuary at Milliman, which makes analytics software
called Advanced Risk Adjusters.
He said that auditing its algorithms for racial bias was challenging, however,
because of gaps in the underlying data: “A lot of the data that is available that
includes health insurance claims and demographic information doesn’t include
racial indicators,” Leida said.
He added, however, that the company did not find evidence that care management referrals were biased when it examined a Medicare dataset that included
information on race. Leida suggested bias may have been mitigated in the
product because its algorithm does not rely on historic costs incurred by
patients to predict future costs.
He said the company, and the industry as a whole, is beginning to try to address
inherent racial biases in the data by collecting information on patients’ barriers
to getting care, such as a lack of transportation or housing insecurity. But such
information is time-consuming and costly to gather, and isn’t reported in a
standard format.
“Until there is a real demand from society to collect that data, we may not see
it in a usable and consistent way across the board,” he said.

If algorithms cannot yet clearly see racial disparities in health care access,

they are impossible for Black residents of Ahoskie to miss. The hospital was
once segregated into units that served white and Black patients, a common
practice during the Jim Crow era that continued here until the 1970s.
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The neighborhood around it includes homes with manicured lawns and a large
recreational complex with a running trail, soccer and baseball fields, a dog
park, and basketball courts with fresh pavement and fiberglass backboards.
It contrasts sharply with streets just a couple miles away, where ripped basketball
nets dangle from the rims in a park devoid of children. Instead of a wellness
center, there are three tobacco shops — two on the same block — and rows of
ranch and shotgun houses are interrupted by rotting structures and overgrown
lots. There are no walking trails or stores selling fresh food.
These disparities are also reflected in higher mortality rates and higher rates
of chronic disease among Black residents, who comprise about 66% of the
community’s population. State data show that Black people in North Carolina
are 2.3 times more likely to die from diabetes and kidney disease than white
people, 1.4 times more likely to die from stroke, and 9.4 times more likely to
die from HIV infection.
“We’ve always known in our area the impact of structural racism and bias,”
said Kim Schwartz, chief executive of the Roanoke Chowan Community
Health Center, a federally qualified health clinic in Ahoskie. “The system
isn’t broken. It was set up this way.”
The health center serves a population of about 20,000 patients. When its staff
typed in the federal government’s formula for identifying patients at the highest
risk of Covid-19, its software system flagged 17,000 of those patients. The formula
uses criteria that would pick out discrete segments of most communities: people
of color with chronic health conditions who hold jobs that do not allow them to
work from home during the pandemic.
In Ahoskie and its surrounding communities, that is not a small subgroup. It’s a
large chunk of the population.
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Schwartz said the health center has been collecting data on social determinants
— factors such housing status, and access to food and transportation — for
more than five years, but it is still hard to see a future when the use of that
information is incorporated into algorithms and decision-making processes.
Unlike the population health analytics used by large health systems, the social
determinants data are not reported in a standard format across providers or
tied to any services that could help these patients in North Carolina.
State health officials proposed a referral system based on social determinants
data in the Medicaid program, but the policies were never enacted. “All that’s
out the window because the budget didn’t get approved, Medicaid transformation
didn’t happen, and then Covid hit,” Schwartz said. As a result, she added, the
state’s effort to counteract disparities “is a house of cards, and it’s never been
anything but a house of cards.”
Meanwhile, residents struggle to get care in a place where bad experiences
remain at the front of their minds.
Deborah Morrison, 59, still seethes at the memory of her mother’s death more
than a decade ago. Her mother, a 74-year-old former pastor, had begun to suffer
from extreme fatigue and shortness of breath, symptoms uncharacteristic of a
woman who did yoga and had always exercised.
Morrison said her mother’s primary care doctor diagnosed her with depression,
prescribed her medication, and sent her home without referring her to a cardiologist. “She knew it wasn’t right,” Morrison said of her mother. “She knew
something was going on in her body. She kept saying to me, ‘I’m not depressed.
I know I’m not depressed. My legs are swelling. But I know I’m not depressed.’”
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Morrison said her mother did not know where to go for a second opinion, but
friends convinced her to visit another clinic in a neighboring county. A physician
assistant there told her she needed to see a cardiologist, but that no appointments
were available for three weeks.
Morrison, who herself was undergoing treatment for breast cancer at the
time, intervened. She pushed to get her mother an appointment a week later
in Greenville, a city 90 miles away. The news was terrible: Her mother had
undiagnosed congestive heart failure. “The doctor told her, ‘You could go at
any time,” Morrison recalled. “‘We cannot put a stent in, we cannot operate,
we cannot do anything — your heart is operating at 30 percent.’”
She collapsed and died about one month later, on Deborah’s last day of
radiation treatment.
“We lost precious time with her doctor not referring her immediately to a
cardiologist,” Morrison said. “Every time I think about it, it makes me angry.”
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Could AI tools for breast
cancer worsen disparities?
Patchy public data in FDA
filings fuel concern
By Casey Ross

| F E B R UA RY 11 , 202 1

The great hope of artificial intelligence in breast cancer is that it can dis-

tinguish harmless lesions from those likely to become malignant. By scanning
millions of pixels, AI promises to help physicians find an answer for every 		
patient far sooner, offering them freedom from anxiety or a better chance
against a deadly disease.
But the Food and Drug Administration’s decision to grant clearances to these
products without requiring them to publicly disclose how extensively their tools
have been tested on people of color threatens to worsen already gaping disparities
in outcomes within breast cancer, a disease which is 46% more likely to be fatal
for Black women.
Oncologists said testing algorithms on diverse populations is essential because of
variations in the way cancers manifest themselves among different groups. Black
women, for instance, are more likely to develop aggressive triple-negative tumors,
and are often diagnosed earlier in life at more advanced stages of disease.
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“These companies should disclose the datasets they’re using and the demographics that they’re using. Because if they don’t, then we essentially have to
take their word for it that these new technologies apply equally,” said Salewa
Oseni, a surgical oncologist at Massachusetts General Hospital. “Unfortunately
we’ve found that’s not always the case.”
A STAT investigation found that just one of 10 AI products cleared by the
FDA for use in breast imaging breaks down the racial demographics of the
data used to validate the algorithm’s performance in public summaries filed
by manufacturers. The other nine explain only that they have been tested
on various numbers of scans from proprietary datasets or mostly unnamed
institutions.
The data used to support AI products — first to train the system to learn, and
then to test and validate its performance — is a crucial marker of whether they
are effective for a wide range of patients. But the companies often treat that
information as proprietary, part of the secret recipe that sets their products
apart from rivals in an increasingly competitive market.
As it begins to regulate AI, the FDA is still trying to draw the line between the
commercial interest in confidentiality and the public interest in disclosure, and
whether it can, or should, force manufacturers to be fully transparent about
their datasets to ensure AI algorithms are safe and effective.
“It’s an extremely, extremely important topic for us,” said Bakul Patel, director
of the FDA’s Digital Health Center of Excellence. “As you saw in our action
plan, we want to have that next level of conversation: What should that
expectation be for people to bring trustworthiness in these products?”
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In addition to the agency’s January action plan, which calls for the development
of standard processes to root out algorithmic bias, the FDA issued guidance
in 2017 calling on all makers of medical devices — whether traditional tools
or AI — to publicly report on the demographics of populations used to study
their products. But to date, that level of detail is not being provided in public
summaries of AI products posted to the agency’s website.
So far, just 7 of 161 AI products cleared in recent years includes any information
about the racial composition of their datasets. Nonetheless, those devices were
cleared to use AI to help detect or diagnose a wide array of serious conditions,
including heart disease, strokes, and respiratory illnesses.
The lack of disclosure in breast imaging raises particularly pressing questions
— not only because of the variations in the biology, social factors, and signals
of disease among different patients, but also because there is a long history of
diagnostic tests and risk models in breast cancer care not performing as well
for people of color.
Those failures do not mean that AI products will result in the same inequities.
In fact, the notion driving their development is to do away with human biases
that so often undermine a patient’s care.
But how to ensure that they eliminate bias — and do not perpetuate it — is a
matter of intense debate among AI developers, researchers, and clinicians, who
haven’t come to a consensus about if and how regulation needs to change.
And as that debate over the future of AI plays out, the tools in question continue
to make their way into the market, forcing hospitals and other providers to
grapple with unanswered questions about how well they work in different
populations.
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“The entire sector is trying to study this issue,” said Daniel Mollura, a diagnostic
radiologist and founder of RAD-AID, a nonprofit seeking to increase access to
radiology in underserved communities in the U.S. and around the globe. The
organization sees a possible value in AI to address the shortage of radiologists,
but it is also urging a conservative approach.
“We’ve known about the generalizability problem for a long time,” he said.
“What we’re trying to find out now is where the bias comes from, what is the
impact on performance, and how do you remedy it?”

Judging by public FDA filings, AI products cleared for use in breast imaging

are being tested on relatively small groups of patients. The datasets range from
111 patients to over 1,000, in some cases from a single U.S. site and in other
cases, from multiple sites across the globe.
But executives at AI companies said these data represent only a fraction of
the cases used to train and test their products over many years. They asserted
studies done at the behest of the FDA simply reinforce what they already know:
Their products will perform accurately in diverse populations.
“It’s the tip of the tip of the iceberg,” Matthieu Leclerc-Chalvet, chief executive of
the French AI company Therapixel said of the 240-patient study requested by the
FDA to validate its product, called MammoScreen, which received clearance in
March 2020.
Prior to that study, he said, the company’s device — which is designed to help
clinicians identify potentially cancerous lesions on mammography images —
was trained on data from 14 health care sites that were selected to ensure representation from people of color. He said the tool was also tested on patients on
the East and West coasts to measure its accuracy across different populations.
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Leclerc-Chalvet declined to identify the providers of the data, saying the
information is proprietary. He said the FDA did not specifically request that the
validation study include patients of different races and ethnicities, adding that the
agency was more focused on the product’s ability to help radiologists accurately
distinguish between harmless lesions and those that spiraled into cancer.
That study, published by the Radiological Society of North America, found that
the diagnostic accuracy of radiologists improved when they were using MammoScreen. The study relied on 240 mammography images collected from a hospital
in California between 2013 and 2016. The demographics of the dataset were
broken down by age and level of breast density, but not by race.
Manufacturers of other breast imaging products reported similar experiences
with the FDA’s regulatory process. Nico Karssemeijer, co-founder of ScreenPoint
Medical, said the company’s product to identify potentially cancerous lesions on
mammograms and tomosynthesis images, a type of low-dose X-ray used in breast
imaging, was also trained on more than 1 million images from 10 countries in
Europe, the U.S., and Asia.
In support of its application for FDA clearance, the Netherlands-based
company also submitted a clinical study of 240 cases from two unidentified
U.S. sites, finding that its product, called Transpara, improved the accuracy
of radiologists.
Karssemeijer said the demographic information of the testing and validation
sets was submitted to the agency for its review, but that information didn’t
make its way into the public filings. To Karssemeijer, public disclosure of data
through the FDA’s process is not essential because the company can answer
those questions through follow-up studies conducted by clients in the U.S.
and elsewhere.
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Karssemeijer said the company has published five peer-reviewed studies on its
product and given more than 20 presentations at major radiological conferences,
which he argues is “more important than the FDA clearance.”
Not everyone has reached the same conclusion as Karssemeijer, though —
clinicians and developers of AI are divided about what path a tool needs to
take before it is widely used in patient care.
A group of researchers from Massachusetts General Hospital and the Massachusetts Institute of Technology, for example, have decided to conduct studies
to validate the performance of a breast cancer risk prediction algorithm in
multiple centers in the U.S. and around the globe before they even consider
commercializing the tool.
In a recent paper published in Science Translational Medicine, the researchers
report the results of that testing on patients in Sweden and Taiwan, as well as its
performance among Black patients in the U.S. While the study found that the
AI model, named Mirai, performed with similar accuracy across racial groups,
the researchers are still doing more studies at other centers internationally.
They are also publicly identifying those sites: Novant Health in North Carolina,
Emory University in Georgia, Maccabi Health in Israel, TecSalud in Mexico,
Apollo Health System in India, and Barretos, a public hospital system in Brazil.
Regina Barzilay, a researcher leading Mirai’s development at MIT, said the
researchers determined that widespread validation is crucial to ensuring it could
perform equally across populations. In examining their model, the researchers
found the AI could predict the race of the patient just from analyzing a mammography image, indicating that it was picking up on nuances in the breast
tissue that are relevant to assessing the risks facing different patients.
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In breast cancer care, the failure to include diverse populations in research has

repeatedly undermined how well products and algorithms work for people of
color. Extensive research shows that such technologies can exacerbate disparities.
Often, that research suggests, those inequities are because diverse groups of
people were not included in data used to test the products prior to their release.
One recent study found that a common genetic test used to assess breast cancer
risk in patients — and identify candidates for adjuvant chemotherapy — has
lower prognostic accuracy for Black patients. It found that Black patients were
more likely to die than white patients with a comparable score.
The study noted that the racial and ethnic demographics of the tumor data
used to develop the test, called 21-gene Oncotype DX Breast Recurrence
Score, were not reported. But only 6% of patients enrolled in a trial to evaluate
the test were Black.
Meanwhile, multiple studies have shown another breast cancer tool, this one
used to inform screening recommendations and clinical trial protocols, underestimated the risk of breast cancer in Black patients, and overestimated the risk
in Asian patients.
The Gail model uses a range of demographic and clinical factors — such as age,
race, family history of cancer, and number of past breast biopsies — to assess a
patient’s risk over five years. After studies pointed to inequities in performance,
the model was adjusted to improve its generalizability in diverse populations.
Still another model, known as Tyrer-Cuzick, was recently found to overestimate
risk in Hispanic patients. The paper by researchers from MIT and Massachusetts
General Hospital also found that their algorithm, Mirai, significantly outperformed Tyrer-Cuzick in accurately assessing risks for African American patients.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 12 | 109

Connie Lehman, chief of breast imaging at Massachusetts General Hospital
and a co-author of the study, said the entire field has suffered for decades from
a failure to include diverse groups of patients in research.
“Whether it’s AI or traditional models, we have always been complacent in
developing models in European Caucasian women with breast cancer,” she said.
“Even when we saw it wasn’t predictive in African American, Hispanic, and
Asian women, we were complacent.”
Evidence of inequity did not lead regulators to pull those models from the market,
though, because they are the only tools available. But Lehman said the problems
with them should serve as a rallying cry to the developers of AI products who are
now trying to use data to improve performance.
She sees huge potential in AI. But she also sees where it could go wrong, as was
the case with an earlier generation of computer-aided detection (CAD) software
for breast cancer. Despite FDA clearances and government reimbursements
that allowed providers to collect hundreds of millions of dollars a year for using
the products, they ultimately failed to improve care.
“Maybe we can say we learned lessons from CAD, we learned lessons from traditional risk models,” Lehman said. “Maybe we can say we’re not going to repeat
those mistakes again. We are going to hold ourselves to a higher standard.”
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Medical AI systems are disproportionately built with data from just
three states, new research finds
By Rebecca Robbins

| S E P T E M B E R 25 , 2020

Late last year, Stanford University researcher Amit Kaushal and a collaborator
noticed something striking while sifting through the scientific literature on
artificial intelligence systems designed to make a diagnosis by analyzing
medical images.

“It became apparent that all the datasets [being used to train those algorithms]
just seemed to be coming from the same sorts of places: the Stanfords and
UCSFs and Mass Generals,” Kaushal said.
They decided to do some digging to determine whether their hunch was
correct. It was.
The researchers identified 56 studies that disclosed the geographic origin of the
training data used to develop an image-based diagnostic AI system in the U.S.
Of those, some 60% relied exclusively on patient data collected in California,
New York, or Massachusetts. By contrast, 34 states — many in the Midwest,
the South, and the Mountain West — were not represented at all in the sample,
Kaushal and his team reported in a research letter published this week in the
Journal of the American Medical Association.
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The findings come with a caveat, because the researchers only looked at the
locations of the hospitals and clinics where data were collected, and not whether
patients might have traveled from out of state to seek care. Still, the research
makes the case that the relatively understudied dimension of geographic diversity
should be part of the ongoing reckoning within the medical AI research community about the representativeness of data used to train models that are
increasingly moving into the clinic.
A number of factors vary widely by geography, such as the underlying prevalence
of various diseases, treatment practices and patterns, patient access to care, and
even which problems researchers choose to tackle.
“There are all these things that end up getting baked into the dataset and
become implicit assumptions in the data, which may not be valid assumptions
nationwide,” Kaushal said.
When it comes to the issue of representation in datasets, the primary concern
“is that there might be some other patients or other individuals where you
would deploy the algorithm that would be less represented — and therefore the
algorithm would do poorly on that new set of people that weren’t included in
the training set,” said Irene Chen, a Ph.D. student at MIT’s Computer Science
and Artificial Intelligence Lab who studies equitable machine learning for
clinical decision making. Chen was not involved in the new research.
So far, the reckoning around representation in training data for medical AI
has mostly focused on gender and racial diversity, where the potential risks of a
homogeneous dataset are evident: A model for gauging heart attack risk trained
predominantly on data from male patients may not work as well in women,
who experience heart attack symptoms differently. And a model for assessing
skin cancer risk trained mostly on data from lighter-skinned patients might not
perform as well in patients with darker skin.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 13 | 112

When it comes to geographic diversity, the risks of a homogenous training
dataset are not always as clear. The patient population treated at a major
academic medical center in Boston may be fairly demographically similar to
those at a hospital in Detroit or Houston. But there’s evidence to suggest that
a lack of geographic diversity in a training dataset could be a problem, at
least in some cases.
In a 2018 study, researchers trained deep learning models meant to detect
pneumonia in chest X-rays on datasets from one of three different medical
systems: the National Institutes of Health Clinical Center just outside of
Washington, D.C., Mount Sinai Hospital in New York City, and the Indiana
University Network for Patient Care. In three of the five experiments the
researchers ran, the different versions of the model performed significantly
worse when tested on patient data from geographic locations different from
the one it had been trained on.
The phenomenon has a clear explanation — many medical AI researchers work
at elite academic medical centers in coastal hubs and thus have relatively easy
access to training data collected at those institutions. But overcoming it may be
harder. Historically, concerns about privacy have often discouraged the sharing
of patient data across institutions, and AI researchers don’t often have incentives
to train their models on diverse datasets from across many institutions.
But Chen praised the Stanford team for taking the first step in identifying the
potential problem. “It’s great that we’re having auditing like this. It’s great that
we’re talking about it,” she said. “The solutions will take longer.”
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AI systems are worse at diagnosing disease when training data is
skewed by sex
By Rebecca Robbins

| M A R C H 25 , 2020

The artificial intelligence model showed great promise in predicting which

patients treated in U.S. Veterans Affairs hospitals would experience a sudden
decline in kidney function. But it also came with a crucial caveat: Women
represented only about 6% of the patients whose data were used to train the
algorithm, and it performed worse when tested on women.
The shortcomings of that high-profile algorithm, built by the Google sister
company DeepMind, highlight a problem that machine learning researchers
working in medicine are increasingly worried about. And it’s an issue that may
be more pervasive — and more insidious — than experts previously realized,
new research suggests.
The study, led by researchers in Argentina and published Monday in the journal
PNAS, found that when female patients were excluded from or significantly
underrepresented in the training data used to develop a machine learning model,
the algorithm performed worse in diagnosing them when tested across across a
wide range of medical conditions affecting the chest area. The same pattern was
seen when men were left out or underrepresented.
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“It’s such a valuable cautionary tale about how bias gets into algorithms,” said
Ziad Obermeyer, a University of California, Berkeley, physician who studies
machine learning and its clinical and health policy applications. “The combination of their results, with the fact that the datasets that these algorithms are
trained on often don’t pay attention to these measures of diversity, feels really
important,” added Obermeyer, who was not involved in the study.
The researchers in Argentina focused on one of the most popular applications
of AI in medicine: analyzing images to try to make a diagnosis. The systems
they examined were tasked with analyzing an X-ray image of the chest region
to detect the presence or absence of 14 medical conditions including hernias,
pneumonia, and an enlargement of the heart.
The researchers evaluated three open-source machine learning algorithms
— known as DenseNet-121, ResNet, and Inception-v3 — that are widely used
experimentally in the research community, but are not yet deployed commercially for use in the clinic. The researchers set out to train the models on data
from two open-source datasets — maintained by the National Institutes of
Health and Stanford University — containing chest X-ray images from tens
of thousands of patients.
Those two datasets are reasonably balanced by sex — 56.5% of the images in the
NIH dataset are from male patients, compared to roughly 60% in the Stanford
dataset — and so in a normal research setting, AI researchers using these datasets wouldn’t have to worry much about sex skew in their training data.
But for the purposes of their experiment, the researchers purposefully introduced
skew by looking at just a subset of those images broken down starkly along the
lines of biological sex.
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They set up five different training datasets featuring varying breakdowns:
100% images from female patients, 100% images from male patients, 75%
images from female patients and 25% images from male patients, 75% images
from male patients and 25% images from female patients, and a 50/50 split.
(The researchers accounted for sample size by using the same number of images
in each dataset.)
The researchers trained the algorithms on each dataset, and then tested them on
images from either male or female patients. The trend was clear: Across medical
conditions, the algorithms performed worse when tested in patients whose sex
was underrepresented in the training data. And being overrepresented also didn’t
seem to put either sex at an advantage: When the model was trained exclusively
or mostly on women, it didn’t perform better when tested on women compared
to when the training data were evenly split by sex.
Enzo Ferrante, the senior author of the study, said the research was inspired in
part by an uproar sparked in 2015 when a Google image recognition algorithm
— inadequately trained on images of people with dark skin — mistakenly
characterized photos of Black people as gorillas.
The findings published in the PNAS paper should reiterate to AI researchers how
important it is to use diverse training data that “includes all the characteristics of
the people in which you will test the model,” said Ferrante, who studies medical
image computing at a top university and a leading research institute in Argentina.
The research did not interrogate why, exactly, a model trained on men fared
worse when tested on women. Some of it is likely physiological — men and
women’s chests are anatomically different, after all — but there may also be
other factors at play.
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For example, women may get diagnosed or get X-rays taken earlier or later
in the progression of their disease compared to men, which could affect how
those images appear in aggregate in the training data, said Irene Chen, a Ph.D.
student at MIT’s Computer Science and Artificial Intelligence Lab who studies
equitable machine learning for clinical decision making and was not involved
in the PNAS paper.
Those potential differences in the way men and women are diagnosed represent
“a much more troubling mechanism, because it means that those biases are
built into the outcomes that are coded in the dataset,” Obermeyer said.
The challenges of equitable sex representation in training data loom larger in
certain cases. For some diseases and populations, even the most conscientious
AI researchers have no choice but to work with a dataset that’s extremely skewed
in terms of sex.
Take autism, which is diagnosed at a significantly higher rate in boys than in
girls, in part due to the fact that the condition manifests differently between
sexes. And researchers studying military populations — such as the DeepMind
team, which unveiled its algorithm to predict a kidney condition last summer in
the journal Nature — must also work with data that skews heavily male.
On the flip side, researchers developing algorithms for use in breast cancer
must sift through data almost entirely from female patients — and their models
may not work as well when used in men with breast cancer. Moreover, it may
prove difficult to build algorithms for medical conditions affecting the intersex
community, as with other rare conditions, because there’s just not enough
patients to supply the training data necessary for models to be accurate.
Companies have been built and academic careers devoted to finding technical
ways to get around such challenges.
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A key first step, the researchers consulted by STAT said, is awareness of the
limitations imposed by training datasets that are not representative. “We
should communicate them, we should quantify them, and then we should work
with clinicians and anyone who wants to use these algorithms to figure out a
way to accommodate any of the limitations of artificial intelligence,” Chen said.
The PNAS paper is the latest research to explore the impact of bias in algorithms
meant for clinical use. In a paper posted on a preprint server earlier this year, a
team led by researchers at the University of Toronto also examined chest X-ray
data used to train diagnostic algorithms; they found that factors like the sex, age,
race, and the insurance type of patients in that training data were associated with
how well the models performed.
In a widely circulated paper published last fall, a team led by researchers at the
University of Chicago found racial bias in a UnitedHealth Group algorithm
widely used by U.S. health systems to identify patients who might need extra
support. The algorithm, sold by UnitedHealth’s Optum unit, relied on insurance
claims data and cost projections that ended up classifying white patients as being
sicker than their Black peers — even if the Black patients were just as ill.
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Could training AI to learn
from patients give doctors a
better understanding of the
causes of pain?
By Erin Brodwin

| F E B R UA R Y 2 , 202 1

For years, AI researchers have focused their energy on developing algorithms

capable of sharpening or rapidly replicating a doctor’s own judgment. When it
comes to pain, though, patients’ own judgement can be just as important, if not
more so, in understanding a condition.
A patient’s experience provides a level of nuance that doctors — and many
technologies — struggle to capture.
In a high-profile new effort, researchers set out to program an AI tool that
could predict patients’ pain levels by analyzing their X-rays and comparing
those results with their self-reported pain scores. The findings, published
recently in Nature, suggest that teaching a tool to learn from patients might
provide a way to peel away the varnish of prejudice that can skew their care.
The paper poses a potential solution to a medical mystery that clinicians have
long struggled to understand: Why do Black patients with knee osteoarthritis
experience more pain than white patients with the same condition?

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 15 | 119

The results suggest that disparity is due, at least in part, to the fact that human
radiologists evaluate both groups using an outdated and racially biased metric
— one that fails to account for all the ways a modern and diverse population
lives, works, and experiences pain.
By learning from patients, the AI tool was able to account for nearly 50% of the
racial disparities in pain levels that the scoring metric had previously failed to
explain, vexing clinicians and radiologists for decades.
Had the researchers not trained their tool to predict patients’ pain levels, and
instead followed the traditional practice of training it to predict how they would
score on the standard knee metric, they would almost certainly have missed the
bigger takeaway.
“It flies in the face of the paradigm that we normally use,” said Emma Pierson,
the lead author on the paper and a senior researcher at Microsoft Research
New England.
The findings could suggest that it’s time to train a new generation of AI tools
that learn from patients, rather than exclusively from clinicians and the metrics
they set, Pierson and outside researchers say.
“I think this points to a broader potential application of AI in health care,”
Pierson said. “Using them for knowledge discovery.”
C O U L D A D I F F E R E N T A P P R OAC H TO A I C R E AT E B E T T E R , FA I R E R TO O L S ?

For decades, racial disparities in the pain experienced by Black and white
patients with knee osteoarthritis has shown up in the main scoring metric used
to grade the severity of the condition, a measure called the Kellgren-Lawrence
Grade, or KLG. Despite scoring the same on the KLG, Black patients overall
experience more pain than white patients.
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So the authors set out to develop a tool that accounted for this discrepancy and
offered a better understanding of patients’ pain.
The task required a unique approach that would not simply replicate that
grading system, which, like other areas of medical care, could be biased, 		
the researchers recognized. It is well-documented that clinicians and medical
students tend to be dismissive of — and undertreat — pain in Black patients.
So, the researchers drew from a 10-year research effort, compiled by the
National Institutes of Health, that included the knee X-rays of more than
4,000 white and Black patients with knee osteoarthritis. Patients in the study
also reported a knee-specific pain score that took into account their levels of
pain during different activities, like fully flexing their knees.
The researchers used that data to train a neural network to predict the pain
score for a given patient, controlling for dozens of potentially confounding
variables, including income and education levels.
In doing so, the researchers found that the KLG — developed in the 1950s
using X-rays only from white patients — appeared to be blinding clinicians to
factors that contribute to pain in a more diverse and modern population. Still,
even when the researchers adjusted for disparities from the KLG, it did not
account entirely for the differences in Black and white patients’ pain levels.
That suggests that these disparities aren’t merely a result of a biased scoring
metric, but rather a product of a combination of internal and external factors.
Internally, there may be features that develop inside the knees of populations
exposed to more physical stress. The knee of a coal miner with osteoarthritis,
for example, will look different from the knee of an office worker with the same
diagnosis. Externally, Black people and other people of color are also exposed at
higher rates to other stressors caused by institutional discrimination, including
higher life stress overall and poverty, which can contribute overall to pain.
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The findings point to a significant opportunity for AI. Perhaps algorithms
trained to learn from patients, rather than doctors, can produce results that are
not only more accurate but fairer, too.
“I think this is very promising and one of the main paths that AI researchers
should pursue in the future,” said Claudio von Schacky, an AI researcher and
professor of radiology at the Technical University of Munich who was not
involved in the study.
Of course, the study came with caveats. Only 20% of the patient sample used
to train the dataset were Black; the other 80% were white. And the initiative
from which the X-rays were sourced included only five health centers, most of
which are based on the country’s coasts rather than its center, where certain
health outcomes tend to be worse.
T H E F U T U R E O F A I SYS T E M S T H AT L E A R N F R O M PAT I E N T S M AY
N E C E S S I TAT E R E T H I N K I N G C L I N I CA L O B J E C T I V I T Y

Creating AI tools that learn from patients more directly will require gathering
better data, which will pose challenges for the field.
The vast majority of existing clinical AI tools are trained on information from
scans, doctor’s notes, and information in electronic medical records. But while
some clinicians take pains to record every symptom a patient describes, that
information is rarely collected and stored in any consistent or reliable form that
can be used to train an AI system.
“Medical records are far more detailed on what the doctor thinks versus what the
patient experiences,” said Ziad Obermeyer, another author on the paper and an
acting associate professor of health policy and management at the University of
California, Berkeley School of Public Health.
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Using only clinical data means AI tools often fail to capture much of the nuance
in patient symptoms. But there is also very little patient-reported information on
pain to draw from, making it difficult to develop AI tools that can better capture
or predict a patient’s pain.
Using AI to better understand pain will also require developers and clinicians
alike to rethink the subjectivity of traditional measures used in medicine. There
is also a core belief that doctors can make clearer-eyed judgments than the
patients they treat, both inside and outside of the medical system. “We think
of patient-reported information as sort of subjective and doctor’s judgments as
more objective,” Pierson said.
But particularly when it comes to pain assessment and management, research
points to a clear bias among clinicians. A 2015 study found that ER doctors
were less likely to give Black children pain medication than white children
for appendicitis. And a 2014 study concluded that clinicians were less likely to
prescribe opioids to Black veterans than white veterans for pain.
“We have these biases that they’re hooked on drugs or drug-seeking, and
it’s not unusual to see that these biases still percolate,” said Judy Gichoya, an
assistant professor of interventional radiology and informatics at Emory
University. “That’s systemic racism.”
Researchers have questions about the reliability of pain data as well, given that
performance assessments of hospitals can include pain management. And pain
itself is a symptom that is thought to be at least somewhat subjective. Patients’
pain tolerance — or even the time of day when they’re asked about pain — may
also impact their reports: A pain score collected from a patient in the middle of
the night or shortly after they received pain medication, experts said, might not
reflect their actual pain levels. But this context isn’t always included in the data
hospitals collect.
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“The reality of that work — and the reality of how we
collect that data — is going to make this difficult to study.”
J UD Y GI CH O YA , E M O RY U N I V E RS I T Y

“Yes, we need to do a better job of listening to patients and creating tools that
reflect that, but the reality of that work — and the reality of how we collect
that data — is going to make this difficult to study,” Gichoya said.
In the case of knee pain, researchers also do not yet know how direct the
relationship is between pain scores and the severity of an illness or disease.
Few large datasets exist that link imaging with pain scores.
“We were lucky to find the dataset that we used,” Obermeyer said.
Those caveats will continue to complicate research on pain, which is needed before the findings from the new study could be used to enable further applications
of AI that learn from patients. Future research will need to include more people
of color and more medical centers, as well as MRIs in addition to X-rays, which
illuminate problems in the soft tissues around joints.
AI developers and health systems also still need to explore how best to incorporate tools that focus on the patient’s lived experience of a disease into the medical
workflow. Slotting in AI systems that replicate clinicians’ judgement is difficult as
it is; fitting in those that learn from patients may be even harder.
“Implementing these types of systems into clinical practices is a lot more
challenging than it might seem,” said von Schacky. “It’s not yet clear how to
put them into clinical practice.”
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If and when such a tool becomes a part of standard medical practice, it would
likely function as a kind of second opinion — one that helps clinicians, like the
tool itself, learn more from their patients. Where there is disagreement between
doctor and machine, an AI tool could nudge a doctor to revisit their conversation
with a patient, for example.
“I think this is one of the main ways to move towards patient-centered health
care,” said von Schacky.
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CHAPTER 5

Commoditization of patient
data and privacy concerns
Developers of advanced clinical AI tools require patient datasets gleaned
from tens of thousands of individuals: These databases provide the means of
designing, training, and evaluating the tools. But there is wide disagreement
about how that data should be handled, processed, and exchanged to keep
patient information confidential. Dozens of organizations see aggregated and
anonymized patient data as a commodity and say it can be safely bought and
sold. But ethicists and legal scholars say the picture is far hazier — mostly
because de-identifying patient data is an imperfect science.
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In a recent example, Google set out to explore the extent to which it could
anonymize large sets of patient health data using a combined approach that
involved human- and algorithm-based interventions. The researchers’ takeaway
was stark: Even their best efforts left some people exposed. In other words, no
matter the methods that tech companies or health systems use to anonymize
data, some subset of identifiable patient information will always slip through.
“The one thing that’s always seemed to haunt the [health care] field is the
question, ‘How good is good enough?’” said Leonard D’Avolio, an assistant
professor of medicine at Harvard and the co-founder of a performance
improvement startup called Cyft.
The problem has important legal and ethical ramifications. In a lawsuit made
public in February 2020, the University of Chicago was accused of failing to
remove crucial types of information — including physicians’ notes and the date
stamps showing when patients checked in and out of the hospital — when
it shared reams of clinical data with Google as part of a project to develop
an algorithm that predicted whether patients would die in the hospital or be
readmitted soon after discharge. The University of Chicago denied doing anything improper.
At the same time, health systems are racing to find solutions for storing and
processing the ever-increasing amounts of patient data they maintain. “We
need big training sets to build good algorithms,” said Erich Huang, chief data
officer for quality at Duke University Health System. “So it becomes imperative
[to move to the cloud] if we’re going to use algorithms effectively and at scale.”
Many health systems are turning to cloud servers managed by tech companies
including Amazon, Google, and Microsoft — while leaving patients in the dark
on the privacy and security protections involved in those arrangements.
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While some partnerships permit only the hospitals to access their data, others
permit the sharing of patient information with select employees of the tech
companies, who help analyze it to build new software tools. These kinds of
arrangements, of course, were never contemplated by HIPAA, the health
privacy law passed in 1996.
“The writers of the HIPAA privacy rules weren’t envisioning Google as a
third-party business associate of these hospitals,” said Kayte Spector-Bagdady,
chief of the ethics research service at the University of Michigan School
of Medicine.
Legal experts and clinicians say it is time for a reassessment of health data
privacy law, but differ on the exact changes necessary to protect patients.
Some say patients should be required to consent before their data are used,
whether or not those data have been technically de-identified, given the risks
of re-identification. Others argue that no disclosure is necessary and liken
the use of AI systems to that of any other tool routinely used in clinical care.
Which approach will ultimately win out remains to be seen.
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Hospitals turn to big tech
companies to store and analyze
their data — leaving patients in
the dark on privacy protections
By Casey Ross and Erin Brodwin

| M A R C H 1 2 , 2020

The nation’s largest hospital systems are rapidly shifting sensitive health data

into cloud storage platforms managed by Amazon, Google, and Microsoft,
and a growing number are reaching confidential data-sharing deals that leave
patients in the dark about how the tech giants will use the information and
protect their privacy.
A STAT investigation found that the particulars of the arrangements are as
varied as they are widespread, with no uniform standard for preventing the
misuse of personal information. For every data-management partnership,
there appears to be a different set of rules governing what data are shared
and to what extent.
Reporters contacted nearly 50 hospital systems in states across the U.S., including
many of the nation’s top academic medical centers, and interviewed dozens
of data specialists and tech executives to assess the extent and nature of the
arrangements between hospitals and the cloud companies.
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Out of those health systems, 33 are working with Amazon, Google, or Microsoft
to manage, store, or analyze some portion of their data. All of them said they
intend to expand their current agreements, and a half-dozen major health
systems are actively evaluating cloud storage contracts, including Partners
HealthCare in Boston and Geisinger Health System in Pennsylvania. Those that
have not yet put data in the cloud said they planned to do so within five years.
The arrangements with the cloud vendors vary significantly in their privacy
protocols. Some permit only the hospitals to access their data, while others
involve directly sharing patient information with employees of the tech companies, who are helping to analyze it and build new software tools for use in
hospitals. The extent to which the shared data are de-identified also differs.
More than 20 health systems either did not respond to multiple inquiries or refused to provide even basic details, although many had previously acknowledged
partnerships with big tech companies on their websites or in press releases.
Five health systems said they would not discuss their data arrangements out
of concern that it could compromise security, and others that did discuss them
said they were still assessing how much information they wanted to share with
tech companies, and how to protect patients’ privacy.
Even amid their uncertainty, hospital executives see the shift to the cloud as
inevitable, driven by the escalating volume of data collected on patients, from
MRI scans to gene sequences, and a desire to use sophisticated software tools
and advanced types of artificial intelligence to garner insights that could improve
patient care.
Their agreements typically prevent patient data from being combined with
other data sets maintained by cloud vendors — such as what people search
for or purchase online and their daily travel habits as revealed by the GPS
on their smartphones.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 16 | 130

But the need to put those protections in place underscores that hospital partnerships with such sprawling companies were never contemplated by HIPAA, a
health privacy law passed in 1996, before most people began using the internet.
“The writers of the HIPAA privacy rules weren’t envisioning Google as a thirdparty business associate of these hospitals,” said Kayte Spector-Bagdady, chief
of the ethics research service at the University of Michigan School of Medicine.
“When HIPAA was conceptualized, the typical business associate was a small
company that was assisting with daily processing of hospital information.”
The flow of patient data to big tech companies and digital health startups is
expected to increase following the release of new rules by the Trump administration this week requiring hospitals and insurers to use standardized software
that makes it easier for patients to access their records electronically and share
them with app developers. Some stakeholders, including the American Hospital
Association, have continued to argue that the rules do not go far enough to
protect patient privacy.
While many of the current cloud contracts are for storage alone and restrict
data access to hospital employees, some of the agreements allow patient data
to be shared with tech company employees. Microsoft has gained extensive
access to patient data in cloud storage contracts with Providence St. Joseph
Health System, a Washington state-based chain with facilities in six states,
and the large New York state provider Northwell Health.
“Sometimes we get into collaborations — like with Northwell or Providence
— where they’ll want help developing a new application that might involve
the processing of health data,” Peter Lee, Microsoft’s vice president of artificial
intelligence and research and the person leading the company’s efforts in health
care, told STAT.
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Lee said each health system develops its own protocols for securing the information and protecting patient privacy. That process typically involves a review by
the hospital’s institutional review board and the identification of a small number
of Microsoft staffers who essentially become temporary employees of the health
system during a data analysis project. “There’s never any blanket access and it
never happens that any data escapes the private encrypted cloud,” he said.
A Providence St. Joseph spokesperson said it currently allows 10 Microsoft
employees to view patient data from electronic health records for a project
focused on developing algorithms for better diagnosing cancer. While Providence
takes steps to de-identify the data by stripping away fields such as names and
birthdates, some identifiers are still included because the data include doctors’
notes, the spokesperson said. Lee said the data are maintained in a private
cloud that is encrypted to prevent unintended access, and the Providence
spokesperson said Microsoft does not have rights to take the data from the
Providence environment.
Lee added that Microsoft, in working with health systems, has gained an
appreciation for the high standards health systems must meet in protecting
patient privacy. “In some fundamental sense, tech companies — including
Microsoft — they’re not there yet,” Lee said. “They don’t have the culture
and the understanding of what it takes and they haven’t earned that trust.”
A spokesman for Northwell Health declined to comment, citing security concerns.
The Seattle-based Fred Hutchinson Cancer Research Center also shared identifiable patient information with some Amazon Web Services employees, a Fred
Hutch spokesperson confirmed to STAT, clarifying an earlier statement that its
cloud providers, “in their capacity as data storage vendors, aren’t authorized to
access the data.” The spokesperson said the arrangement was approved by an
institutional review board that “requires controls regarding the access, security,
confidentiality, and ethical use of health information.”
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R E A D : A R O S T E R O F H O S P I TA L PA R T N E R S H I P S W I T H B I G T E C H

Some data transactions have generated controversy, most notably a deal between
Google and the hospital chain Ascension that gave the tech giant access to
identifiable details about patients, including names and birthdates. STAT
recently reported details of confidential contracts in which Google also gained
access to huge stores of patient data from the University of California, San
Francisco, and the University of Chicago. The latter arrangement spawned a
lawsuit against both parties over allegations they failed to ensure the privacy
of patient information.
Several hospital data specialists said the backlash has led them to reexamine
their rules of engagement with tech companies.
“It’s caused us to pause a little and see how things shake out before we get into
a predicament like some of the other [health systems],” said Michael Restuccia,
chief information officer of Penn Medicine, a health system affiliated with the
University of Pennsylvania. His organization is considering a data-sharing
project with Microsoft to analyze patient information, but is holding off until
it can establish clear rules on how the data would be kept private.
“Perception is everything,” Restuccia said. “We want to make sure we don’t
damage our reputation by doing something that’s legally correct, but morally
incorrect.”
T H E C LO U D I S C O M I N G F O R H E A LT H CA R E

Hospital data specialists say the move to the cloud is accelerating for several
reasons. Storing data virtually can save health systems money by doing away
with long-term hardware maintenance and by outsourcing security to private
companies with deeper reservoirs of expertise. It also enables hospitals to experiment with new software tools and collaborate with digital health startups
that are building products exclusively in the cloud.
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Plus, the information that health systems are using and need to store is growing
exponentially, as they pull in increasingly granular data from images and
hospital monitors, along with information on patients’ genetics.
Over the last three decades, hospitals have collectively spent tens of billions of
dollars digitizing patient records. But most of those data are stored in a dizzying
patchwork of servers and software formats that make it difficult to aggregate
enough information to take advantage of the analytic power of machine
learning, a type of artificial intelligence that can detect patterns invisible
to people in large amounts of data.
Now hospitals are working with the technology companies to enable that work.
Some are mining aggregated, de-identified patient information for insights
designed to improve basic hospital operations, such as scheduling and billing.
Others are building more individualized tools, aiming to predict whether
specific patients will show up for their appointments, develop chronic health
problems, or have their conditions suddenly deteriorate.
“We need big training sets to build good algorithms. It’s very difficult to do this
with legacy infrastructure,” said Erich Huang, chief data officer for quality at
Duke University Health System. “All the cloud providers now provide machine
learning services that scale easily and naturally because they’re in the cloud. So
it becomes imperative [to move to the cloud] if we’re going to use algorithms
effectively and at scale.”
Meanwhile, a mushrooming industry of digital-health startups is also working
with hospitals to build software products and exclusively using patient data
in the cloud, because of the cost-efficiency and ability to scale their products.
For the same reason, many hospitals have also launched internal innovation
teams that are using cloud infrastructure to carry out specific projects.
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The number of health systems striking broad, enterprise-wide partnerships
with the big tech vendors is likely to increase swiftly in the next several months.
Executives at several health systems said they are actively considering deals
with one or multiple cloud providers, including Yale New Haven Hospital in
Connecticut, the national chain CommonSpirit Health, and Oregon Health
and Science University in addition to Partners HealthCare and Geisinger.
“I think with the cloud, we’ll soon come to that tipping point in health care
where the benefits of being part of a common ecosystem … will start making a
very strong case for looking at it much more closely,” said Abhijit Pandit, chief
technology and data officer at Oregon Health and Science University.
He added that, as part of these deals, health systems will face more pressure to
address concerns about the privacy and security of patients’ data. That’s because
the public cloud vendors are packaging their storage services with software tools
and opportunities for pilot projects to analyze patient data.
H O S P I TA L S M A K E T H E I R O W N R U L E S

There is no industry-wide standard for what data health systems can and can’t
share with tech companies. Hospitals differ in how much and what kinds of
data they share or put in the cloud, for how long, and whether patients’
identifying information — such as HIV status or the diagnosis of a mental
health condition, for example — will be shared.
“Contributing data to a partnership, to an ecosystem — that’s a policy that’s
still in progress,” said Suja Chandrasekaran, CommonSpirit’s chief information
and digital officer. “We have to get ahead of that. We have to define it.”
So far, each health system is making its own rules.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 16 | 135

The University of Chicago and UCSF struck deals to share patient data
with Google as part of the same project to use artificial intelligence to make
predictions about hospitalized patients. But STAT previously reported that
the contracts, signed in 2015 and 2016, differed significantly in the types of
information provided to the technology company.
UCSF provided only de-identified information on 1.4 million patients and
prohibited the company from accessing detailed doctors’ notes. By contrast,
the data shared by the University of Chicago included physician notes, as well
as “dates of service events,” such as when patients checked in and out of the
hospital, according to a copy of the contract.
Google and the University of Chicago have been sued over allegations that
their arrangement allowed for patients to be identified, because the date stamps
and doctors’ notes could help to triangulate treatments provided to specific
individuals. Moreover, even the best de-identification methods are not foolproof. A recent Google study suggested that health systems using even the top
techniques to de-identify patient data could leave up to 3% of a given dataset,
or potentially tens of thousands of patients, exposed.
The project with UCSF and the University of Chicago did not involve the sale
of cloud services to the hospitals. More recently, however, Google struck a deal
with Ascension in which the company provided cloud services and also gained
access to data on millions of patients, including names and birth dates.
Ascension declined to speak with STAT for this story, but it has released a
statement indicating that it shared data with Google as part of its efforts to
build a clinical search tool. The tool is designed to improve care by making it
easier to compile and access patient information now housed in different places.
“The goal is to be able to pull clinical information from many different systems
and sites of care into a consolidated view so caregivers are able to make the best
decision for patients,” the statement says.
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In an interview with STAT, Aashima Gupta, director of health care solutions for
Google’s cloud division, described the Ascension deal as a sweeping partnership
with multiple components that included the use of cloud services and email- and
document-sharing software, in addition to the effort to build a search tool.
She emphasized that not all of Google’s contracts give the company access
to patient data, adding that hospitals can shape cloud deals so that only their
employees can see the data. “We’re putting the data in Google’s vault and you
have the keys to the vault,” she said. “We do not have access to that data. That
data absolutely belongs to the customer.”
In many cases, she said, hospitals want to work with Google’s engineers to understand how to build connections between datasets and use machine learning
tools. “It’s very clear they want our engineers alongside their engineers showing
them how to do it,” she said, adding that the premise of the partnership is
creating an ecosystem to do novel software development, not just creating an
arrangement in which Google is “looking into the data.”
PAT I E N T S L E F T I N T H E DA R K

The details of data sharing arrangements are typically spelled out in so-called
business associates agreements between hospitals and vendors. The HIPAA
privacy law gives health care providers broad latitude to share information with
third parties, even in identifiable form, as long as it is used for clinical purposes.
But the terms of these agreements are typically kept private, making it difficult
for patients to assess whether hospitals are adequately protecting their information. Several hospitals contacted by STAT refused to provide any information
about how they are storing their data or which vendors they are using, citing
security concerns.
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“We did ask our CIO about the questions,” said a spokeswoman for Northwell
Health. “Citing security concerns, he said it is information he would rather not
provide for general public information.”
Indiana University Health and Utah-based Intermountain Healthcare also
refused to provide information due to security concerns. “We have a policy
that we don’t do interviews discussing issues that could compromise our cyber
security,” an Intermountain spokeswoman wrote.
The health system reached an agreement last year to share patient information
with Google, including names and other identifying details, but the agreement
did not go forward, according to a recent report in the Wall Street Journal.
Neither hospitals nor technology companies are blind to privacy concerns.
Contracts to share data typically contain provisions to monitor any nonhospital
employees allowed to access patient information. Technology companies are
also commonly prohibited from combining the data with other consumer
information or seeking to re-identify it.
Health information specialists at Penn Medicine said they are considering
supplementing the traditional business associates agreement with an additional
contract to spell out the terms of data-sharing. Restuccia, the CIO, said the
organization not only has to ensure data are protected at the front end of
business partnerships, but also in any transactions that might follow.
“If we were to provide data to a cloud provider, and their data scientists develop
new products … or aggregate the data with 20 other academic medical centers
and resell it for their profit — we worry about that portion,” Restuccia said.
He added that Penn Medicine is also concerned that smaller vendors that
develop analytics using patient data could be sold to a larger business that
may seek to use the data for different purposes.
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“Who knows what happens then?” he said. “You could end up working with a
partner who becomes a completely different partner 12 months down the road,
and our data go with them.”
Some data specialists said shifting data to the cloud will improve security
because the cloud vendors offer deeper technical expertise and better software
tools to monitor data use and prevent data theft. Data breaches are becoming
increasingly common. In 2019, health providers reported 572 data breaches
that exposed the records of more than 41 million patients, a 27% increase from
2016, according to a report by data security firm Protenus Inc.
“Used correctly, I’d be far more confident of my PHI [personal health information] being secure in a well-designed cloud environment than on-premise,”
said Duke’s Huang.
Duke is among health systems that said they are not sharing any data with tech
companies or their employees, but instead merely storing information in private
clouds hosted by the companies. Neither the cloud vendors nor their staff can
access or even view the data, they said.
“In our case, we’re renting infrastructure that is completely under our management. So if we have personal health information in Amazon’s cloud, I’m not
asking Amazon to analyze the data for me,” Huang said. “I do think there’s
room for appropriate collaboration with Big Tech … but you’ve got to do the
work to make sure you and your patients feel good about that relationship.”
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At Mayo Clinic, sharing patient
data with companies fuels AI
innovation — and concerns
about consent
By Casey Ross

| J U N E 3 , 2 020

ROCHESTER, Minn. — The patients of Mayo Clinic, whether they know

it or not, have seeded a burgeoning digital health industry with their personal
data. Details about their care, from disease diagnoses to digital tracings of their
heartbeats, have been provided to companies for training artificial intelligence
systems to detect dangerous arrhythmias, pregnancy complications, and deterioration in the hospital.
In the past two years, 16 companies have gained access to de-identified patient
data through licensing deals that have widened Mayo’s revenue stream and
generated crucial insights for health tech firms eager to commercialize digital
products and services. Ethics experts worry, though, that patients’ interests are
falling by the wayside: They were not notified of the deals or asked to consent
to the use of their data for the products under development.
Mayo, which operates medical centers across the country, has become one of
the most active participants in this data trade as it embraces AI to transform
the way it delivers care.
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Executives said its arrangements with AI companies are part of a cycle of
innovation in which privacy and progress are not mutually exclusive. They
said both goals are attainable — and essential — if Mayo is to develop more
effective diagnostic tools and treatments.
“Why is Mayo Clinic allowing access to our de-identified data? Because it will
advance medicine and make care for patients in the future better,” said Andy
Danielsen, chairman of Mayo Clinic Ventures, the health system’s investment
arm. “That’s the only reason we’re doing this.”
But in a marketplace where patient data is an increasingly valuable commodity,
the line between innovation and exploitation has never been thinner, as patients
confront new privacy risks and the possibility that their data could be re-identified, exposing them to potential job losses, discrimination, and social isolation.
STAT interviewed Mayo executives and outside ethics experts to examine the
tension between developing AI tools and the fundamental privacy rights of
patients, including questions at the heart of a broader push by U.S. hospitals to
use patient data and AI technology to improve care. Should the details of data
deals with outside companies be disclosed to patients? Should they be allowed
to opt out? And what, if anything, is owed to patients if their data are used in
products that generate a windfall for Mayo and its private partners?
“If your data and biospecimens are valuable, they are yours,” said Kayte SpectorBagdady, a bioethicist and lawyer at the University of Michigan Medical
School. “There is a harm of respect for people to use your stuff without your
permission, or make money from your stuff without giving some back to you.”
But compensating patients for their data raises a potential flashpoint with
academic medical centers. Mayo executives said it could slow innovation and
undermine development of new treatments and digital services — a need
whose urgency has been reinforced by the Covid-19 pandemic.
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So far, the hospital’s 16 data deals with technology companies have generated less
than $5 million, a tiny fraction of the more than $13 billion it collects annually.
Mayo executives said the health system does not sell data to brokers or to anyone
else who would seek to directly purchase it. Instead, it partners with private firms,
and invests in them, to co-develop products that rely in part on the research of
its physicians and the data they can supply on patients. The financial upside is
spread over a longer time horizon, as these companies grow and begin to sell
their products more widely. The health system also furthers its advantage against
smaller competitors who do not have enough patient data or financial firepower
to compete on medicine’s AI frontier.
Mayo is hardly the only health system sharing data with technology companies
or wrestling with the proper balance between data rights and innovation. Many
academic medical centers are participating in a vast marketplace in which data
and biological specimens are shared with digital startups and large technology
companies such as Google, Microsoft, Amazon, and IBM.
Some of the data arrangements struck in recent years have generated controversy,
including a deal in which Memorial Sloan Kettering Cancer Center granted
access to 25 million patient pathology slides to an artificial intelligence company
called Paige.AI. The cancer hospital, and several of its clinicians and board
members, held equity stakes in the company, raising an uproar over possible
conflicts of interest and use of patient data without their knowledge. The Catholic
hospital chain Ascension was also criticized for a deal in which it gave Google
widespread access to identifiable patient data, without informing doctors or
patients, leading to a federal inquiry.
Mayo has also struck up a data storage and research partnership with Google
and has said it may allow a small number of the tech giant’s employees to access
identifiable patient data in limited circumstances. Such a scenario might arise
if Mayo wants help from a Google engineer to combine certain data sets for AI
research where it is impractical to strip out identifiers.
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“This would never be about us granting the keys to the data to Google,” said
John Halamka, president of Mayo Clinic Platform, the health system’s initiative
to use AI to help develop new treatments and digital services. “It would be us
bringing them in, and we would control their access.”
I N N OVAT I O N O U T PAC E S PAT I E N T P R OT E C T I O N S

The rapid advance of AI, and the dealmaking that surrounds it, is outpacing
efforts to ensure that patients’ data rights are adequately protected. Mayo and
other hospitals are pressing forward with data sharing arrangements as they
seek to update the terms of engagement.
Mayo has launched a broad initiative to transform the way it delivers care by
2030, emphasizing the need to develop novel digital products that rely heavily
on patient data. Its work began several years ago, as more sophisticated types
of AI created opportunities to build diagnostic tools and help discover drugs.
One of Mayo’s earliest deals was struck in 2016, when it joined forces with the
mobile electrocardiogram company AliveCor to build products to track heart
function and flag abnormalities. The company wanted to build a product around
Mayo research that showed that AI could detect elevated blood potassium levels,
a potentially fatal condition, by reading EKG data. But to train its AI to do so
reliably, AliveCor needed huge amounts of data to test and refine its product,
and Mayo had just what was looking for.
The health system agreed to supply the company, which had hired several
former Google engineers, with more than 2.8 million digital EKGs taken on
patients over 20 years. They also partnered on a related project to use AI to
detect atrial fibrillation, an arrhythmia that increases a patient’s risk of stroke
and other cardiovascular problems.
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Their work, with patient data at its center, led to the development of Kardia
band, the first FDA-approved algorithm to aid consumers in diagnosing heart
conditions. The company beat Apple to market by nine months.
In 2017, Mayo Clinic made several investments in AliveCor, taking an equity
stake in the company. It was one of many deals crafted with the help of Mayo
Clinic Ventures, which helps to commercialize insights derived from patient
data and its physicians’ research. Mayo Clinic Ventures started in 1986 as a
small technology transfer office and has steadily grown into an investment
fund with financial stakes in a wide array of companies.
In the last two years, it has struck 321 licensing deals, generating about $80
million per year for Mayo. Most of those deals involve commercialization of
traditional medical devices and biopharmaceutical products developed in part
by the health system’s physicians. But a growing number are focused on the
development of digital devices and products that rely on artificial intelligence
— and access to patient data.
Executives said they could not identify eight of the 16 tech companies involved
in these deals because they had not agreed to publicly disclose their relationship
with Mayo. Such secrecy is common among digital health firms as they seek to
build their products without tipping their hand to competitors. The other eight
companies include Odonata Health, which is developing a wearable that uses
AI to track a woman’s health during pregnancy; Cadence Neuroscience, which
is developing therapy for epileptic seizures that targets electrical stimulation
therapy to brain tissue; and Eko, the maker of a digital stethoscope embedded
with Mayo-developed algorithms to detect early signs of heart failure.
Mayo declined to provide copies of the data-sharing arrangements with those
companies, citing confidentiality provisions in the contracts.
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Danielsen, the chairman of Mayo Ventures, said the health system works with a
data expert at Vanderbilt University to ensure that patient privacy is protected
and fully deidentified.
“We do what’s right for the patient, which means privacy first, and then we do the
best business arrangement we can — not the other way around,” he said, adding
that the use of patient data is crucial to improving care for future generations.
“We take the position that this is data we’ve been entrusted with clearly by our
patients, and that we have a moral and ethical obligation to use it ourselves and
with companies to advance medical care,” Danielsen said. “That said, we have
a huge responsibility on us to make sure data is de-identified.”
Sharing data with outside companies has been part of health care innovation for
decades. But in the case of AI products, that use of the data is more direct and
integral to the product itself, which changes the nature of patients’ involvement
and the risks they face in the process, ethics experts said.
Spector-Bagdady, the bioethicist from the University of Michigan, said her
research has shown that patients have articulated two concerns regarding the
commercialization of their data. The first is the risk that it could be combined
with other data sets, such as GPS on their smartphones or health-related social
media posts, to identify them. A sub-industry has formed around the use of
data shared in non-clinical settings by patients to build shadow health records
that can be used to develop a more granular understanding of patients’ behaviors
and medical problems.
Patients are also concerned about the use of their data for the financial gain of
others, including large hospital systems and private companies that are part of
the $3.5 trillion health care industry in the U.S. This concern is broadly exemplified by the story of Henrietta Lacks, a Black woman whose cancer cells were
used without her permission for decades of commercial research, resulting in
numerous medical advances and products.
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Her genetic information and medical records were eventually published, which
raised privacy concerns among family members.
That case eventually helped lead the Department of Health and Human Services
to require researchers to get informed consent before commercializing biospecimens collected from human subjects. But those regulations are narrowly
crafted, leaving it up to hospitals to determine how to handle much broader
swaths of information collected on their patients.
In a recent paper published in the New England Journal of Medicine, SpectorBagdady and colleagues described an ethical framework for the use of patient
data by academic centers. They wrote that the University of Michigan has
determined that a standard consent form typically signed by patients at the
point of care is not sufficient to justify the use of their data for commercial
purposes, even in de-identified form. These forms typically ask patients to
consent to the re-use of their data to support medical research.
“Because of important privacy concerns that have been raised after recent
revelations regarding such agreements, and because we know that most participants don’t want their data to be commercialized in this way, we currently
prohibit the sharing of data under these circumstances,” they wrote.
That means many years worth of patient data cannot be shared with third
parties, a stance that undermines the emerging business model that relies
heavily on access to such information to build AI products and services.
“That’s an important kind of research, but we don’t feel comfortable sharing
retrospective data with big industry like that,” Spector-Bagdady said. “When
we can tell patients about the relationship we’re entering into, then it’s OK.
But we have not accepted wholesale data-mining agreements.”
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L AY I N G N E W G R O U N D R U L E S F O R DATA U S E

Mayo is working to address the ethical quandaries posed by data sharing with
commercial partners on a couple of fronts. Executives said they are reexamining
the consent process and launching a patient advisory committee to vet data deals
with outside parties.
The health system is also adopting technical solutions designed to protect
patients’ privacy by preventing any of their data from leaving Mayo’s control.
Instead of shipping patient information to outside parties, the health system is
allowing them to view it in a virtual environment that the hospital controls.
That allows Mayo to keep tighter control on the data and monitor the activities of
third parties, to prevent unauthorized access or use of the data in inappropriate
ways. It has used this type of framework in several recent deals, including a data
sharing partnership with Nference, a Cambridge, Mass.-based company that uses
AI to comb for insights in biomedical data sets.
The company was the first partner for Mayo’s new data analytics platform, which
seeks to compile and analyze data to accelerate efforts to discover new drugs and
other treatments. The platform relies on a federated learning architecture, which
allows multiple entities to build a common AI model without sharing their data
with one another. It enables the training of an algorithm by drawing on data
kept in multiple devices or local servers, so the data never need be combined
in a centralized location.
“Our intent is to not share the data,” said Halamka, the president of Mayo
Clinic Platform. “If we’re sharing the insight, but not the data, that seems
more reasonable.”
But that doesn’t necessarily resolve the underlying need to directly inform
patients about these partnerships and get consent for the use of their data.
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Danielsen said a group of executives, physicians, and lawyers are now evaluating
how to update the hospital’s consent process to match it with current business
practices, such as making more specific disclosures to patients or allowing them
to opt out of data sharing in certain circumstances.
In a way, he said, the work requires hitting a target that is constantly moving due
to the evolution in the use of data in research and efforts to develop new digital
products and AI tools.
“Today we’re working off consents that everybody felt good about several years
ago,” he said. “But society’s notion of privacy and what should be accepted and
not accepted is always changing. We’re constantly looking at our consents and
saying, ‘Is this good? Is it adequate? Is it understandable?’ It’s a continual process
that hopefully leads to improvement.”

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 17 | 148

Google research suggests
efforts to anonymize patient
data aren’t foolproof
By Erin Brodwin

| F E B R UA RY 25 , 2020

Google has been exploring creative ways to protect sensitive health data, even
as it has drawn criticism and federal scrutiny over the possibility its employees
had access to identifiable patient information from one of the nation’s largest
hospital systems.
The tech giant’s researchers described their work in a recent paper, but also
candidly laid out the magnitude of one of the biggest challenges facing health
care: Even their best efforts to de-identify health data, or to render it anonymous,
would leave some people exposed.
In other words, no matter the methods that tech companies or health systems
use to anonymize data, some subset of identifiable patient information will
always slip through.
Anonymized data is a gold mine for health research. By scraping a dataset of
personal information such as people’s names, birth dates, and socioeconomic
characteristics, researchers render it widely usable without having to obtain
patients’ permission.
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Google researchers recently used a crop of such de-identified patient data to
design an algorithm that could spot breast cancer in mammograms. Without
any one person’s identifiers, there’s less of a risk that sensitive information about
them — such as their HIV status, for example — could get out and do harm,
such as by discouraging a prospective employer from offering them a job.
But existing methods of removing identifiable data leave something to be desired.
On average, automated tools that use machine learning to comb through patient
data only succeed at rendering 97% of it anonymous, according to two recent
studies. (For a dataset that contains millions of patients, tens of thousands of
patients could be exposed.) Humans doing the job manually are even worse,
with one study pegging people’s ability to hunt through data and find the
patient identifiers that need to be removed as low as 81%.
“The one thing that’s always seemed to haunt the [health care] field is the
question, ‘How good is good enough?’ Leonard D’Avolio, an assistant professor
of medicine at Harvard and the co-founder of a performance improvement
startup called Cyft, told STAT.
So in the new study, published Jan. 30 in the journal BMC Medical Informatics
and Decision Making, 19 Google researchers (one of whom has since left for Facebook) tried to come up with new ways to anonymize large sets of patient data.
One area the researchers, who were based mostly in Israel, focused on is what’s
known as “free text,” or the medical notes clinicians jot down that can’t be
stored in an automated format. Rich in potential identifiers like names and
socioeconomic status, free text often includes much of a patient’s personal
journey, such as lifestyle factors and preferences and the name of a significant
other. Reports on X-ray images and lab tests, emails, and phone calls can also
be included as free text.
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Free text played a role in a recent, controversial case involving a patient datasharing agreement between Google and the University of Chicago. In a lawsuit,
it was alleged that the data the university had handed over to Google included
incompletely de-identified free text, along with dates on which patients had
come in for care.
The Google researchers experimented with four different ways of de-identifying
data. Each required varying amounts of human involvement, and the overarching goal was to come up with practical options for health systems to protect
patient privacy. For some of the approaches, Google designed a custom tool to
automate the de-identification work; in others, Google used an existing automated de-identification tool.
In the end, even the researchers’ most labor-intensive methods succeeded
in anonymizing only 97% to 99% of the data. To D’Avolio, who worked on
earlier de-identification efforts at the Department of Veterans Affairs and
Vanderbilt University, this isn’t good enough.
“None of the policy or institutional decision-makers I was speaking with at
the time had a tolerance for 99% de-identified,” he said.
In the study, the model that performed the best required people to manually
label a large portion of the data (roughly 10,000 samples). Then, Google trained
a machine learning model to de-identify the rest. Even then, however, this
scenario’s performance was only slightly better than existing, off-the-shelf
de-identification tools.
Given the amount of labor that a system like this requires — and given its
moderate improvement over existing tools — the researchers had a clear and
simple recommendation for hospitals: Use existing automated tools before
committing to designing a fully customized tool like the kind Google created.
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For health systems that have the resources to do so, Google recommended that
they have humans label a subset of the data manually so they can partially
customize tools to automate the de-identification process. Only 20-80 labeled
samples, they conclude in the paper, are enough to make a customized tool
perform slightly better than an existing one, and 1,000 labeled samples are
enough to give results on par with a fully customized tool.
To D’Avolio, this suggests that no matter what the researchers do, some patient
data will never be truly anonymous. That leaves researchers like him between
a rock and a hard place.
“De-identification must be 100%, and we can never hit 100% because it’s
really hard for a computer to spot every possible variation of, ‘the supermodel
significant other of the Patriots’ quarterback,’” D’Avolio said.
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Backed by big hospitals, a former
Microsoft executive wades into
the messy business of selling
patient data
By Casey Ross

| F E B R UA RY 1 7, 202 1

He was once dubbed “the most important man at Microsoft,” a prodigiously
talented software engineer who shepherded the company’s Windows franchise
through the tumultuous start of the smartphone era and led the development
of products such as Xbox and Surface.
Now Terry Myerson is leading an equally bold — and treacherous — second
act: He is the newly minted chief executive of Truveta, a company formed by
14 U.S. health systems to aggregate and sell de-identified data on millions of
American patients to help answer some of medicine’s most pressing questions.
When he talks about the origins of the company, seeded as Covid-19 began
its initial surge, Myerson’s voice races like a Ferrari careening into a vast
expanse: “It was a real eye-opener for me. This was like March, April. The
stock market was crashed. Your kids are home. Everything’s closed. Everyone’s
home. And it’s like, we can’t put data together” to answer questions about
Covid-19? Myerson said, his voice rising. “Truveta went from being a really
good idea to an imperative for these health systems to create.”
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The health systems that formed and invested in the for-profit venture span 40
states and hold data on about 13% of the care delivered in the United States.
By pooling information now trapped in electronic medical records, they are
seeking to create a business that would function something like a public utility,
parceling out data needed to create new devices and treatments for everything
from Covid-19 to cancer.
But the concept the company rests upon — that patient data is a commodity
that can be bought and sold, like coal or coffee — is one that sits uneasily in
American health care, where many stakeholders define that information as
something owned by the individual, who has an inherent right to direct its use.
Indeed, a loss of control over such data is seen as dangerous, potentially leading
to a loss of privacy, discrimination, and a slew of other problems.
Adam Tanner, a Harvard fellow and author of the book “Our Bodies Our Data:
How Companies Make Billions Selling Our Medical Records,” said Truveta
could provide a significant benefit by harnessing patient data to help treat
diseases, instead of using it, as is so often the case, to market medical products
or help insurers assess their financial risks. However, he added, any commercial
effort to sell patient data comes with questions.
“Does such an effort have to be without patients really knowing about it or
having a say in it?” Tanner asked. “When you read the website, it doesn’t
really say anything about the patient or the patient consent.
Nor has Truveta, which is still in the earliest stages of development, disclosed
exactly how the data will be used or who it might be shared with.
Those questions mark the minefield Truveta and Myerson must traverse in the
months ahead. Walking through it with anything less than pinpoint precision has
caused messy explosions for other combinations of hospitals and tech companies
that have sought to aggregate patient data for research and product development.
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Ascension faced blowback, and a federal investigation, for a project in which it
shared identifiable patient data with Google. The University of Chicago also
faced a lawsuit (which was later dismissed) for a partnership with Google in
which it shared de-identified data that nonetheless included dates and physicians’
notes — pieces of information that complainants alleged could have been used to
re-identify patients.
Myerson and executives at the hospitals investing in Truveta said the data will be
carefully stripped of its identifiers, as required by the federal privacy law known
as HIPAA, and will be used for “ethical” research projects, not for advertising.
“Patient and physician targeting is not something we’d like to see this data used
for,” said Myerson. “We don’t want you to walk out of a surgery and have three
sales reps waiting for you to say, ‘Please buy our knee brace.’ We don’t want
people sitting outside physicians homes encouraging them to sell more drugs.”
On a broader level, the company is also seeking to prove that data sharing does
not have to be a zero-sum game in which patients lose their privacy and peace
of mind while hospitals and medical companies make away with the profits.
Instead, the company’s executives say, the data could be used to benefit patients
by tackling public health problems and building research datasets that represent diverse swaths of the population, rather than a small homogeneous subset.
“We want to bring scientific integrity and the inequities of health to the forefront,” Myerson said, adding that such data could be particularly helpful in the
development of more robust and representative artificial intelligence tools.
“The market today does not facilitate any of that,” he said. “If you’re looking for
data to train on, there is opacity as to where the data came from. And there’s
absolute opacity in terms of the demographics of the dataset, and it’s not available
at a sufficient scale to do any sort of fine cohorting.”
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In addition to Myerson, Truveta’s C-suite includes three other former Microsoft
executives, including its chief product officer, chief technical officer, and chief
of marketing. Its data will be stored with a third-party cloud provider, although
Myerson declined to identify the company. Executives with the hospitals that
collectively own Truveta said they structured it to keep health care entities in
direct control of the use of their data, even if the infrastructure to link and store
the data is developed by large technology companies and former employees of
such companies.
“It’s about the control word with a capital C,” said Rod Hochman, chief
executive of Providence, a health system that helped form the company. “The
providers wanted to maintain control of the process. We have strong feelings
about the ethics of how data is used and what the use cases are.”
He said the health systems investing in Truveta did not believe a large technology
company is well-suited to serve as a steward of patient information, or to understand the types of questions patient data should be used to answer. “We’ve seen
some examples that we haven’t been too happy with where people have tried to
take data — they try to go around health systems and find it from the EMRs.
We haven’t been happy with those results,” Hochman said.
So Truveta is, in essence, an attempt to fill what the hospitals see as a gaping void
currently being filled by companies whose motives don’t necessarily align with
those of the hospitals or their patients. In that way, it is akin to another company,
Civica, whose mission is to manufacture and distribute generic drugs that are
often subject to shortages and price hikes by pharmaceutical companies.
Many of the hospitals investing in Truveta are also involved in Civica, including
Providence, Trinity Health, Advocate Aurora Health, Baptist Health, and
Memorial Hermann.
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But health data experts said Truveta’s success or failure will be determined by
several important decisions not yet made. Among them: Which entities will
Truveta share data with? How much will it charge? And how will it interact, if
at all, with patients whose data is being used to power the research projects and
the products derived from them?
“The most ethical way to do this would be to ask patients for their consent in
the sharing of the data and be fully transparent as to what is happening with
the data,” Tanner said, adding that structuring as a nonprofit might also help
allay concerns about its motives. “The fact that it is for profit creates the potential
that the lure of money could lead one to stray from the path of the highest
ethical standards.”
When it comes to patient consent, Truveta executives said the use of data for
medical research is already included in the privacy policies the health systems
provide to patients when they get care. The company also said that as Truveta
is integrated into the providers’ systems, “each will assess how best to inform
patients” of the projects for which their data is being used.
As far as its tax structure, Hochman said that although the health systems in
Truveta are mostly tax-exempt entities, they weren’t certain Truveta could
function as a nonprofit. “We didn’t feel it could necessarily make the hurdle to
be a tax-exempt organization. And also, we want to see where things go. Today,
the only investors are going to be the health care entities that are part of it, but
we’re not accepting charitable contributions. We didn’t want to go down that
pathway [so we can] kind of leave the possibilities open.”
He added: “If you ask me, Rod, what will Providence do with any profits that
come from Truveta? Guess what? They’re going to get plowed right back into
taking care of patients and doing what we do.”
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CHAPTER 6

The role of regulators: How to
ensure safety and transparency
The dots showed no discernable pattern. Plotted on a graph, each one indicated
the amount of data used to validate an FDA-cleared algorithm. Some relied on as
many as 15,000 patients, while others reported no clinical testing data at all.
Our investigation of 161 AI products cleared by the FDA not only found widely
divergent sample sizes, but also a complete lack of detail about the composition
of the underlying datasets. Only seven products publicly disclosed the racial
composition of their testing populations, and just 13 provided a gender breakdown.
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“The FDA clearly needs to be setting a higher bar,” said Keith Dreyer, a
professor of radiology at Harvard Medical School and chief science officer at
the data science institute of the American College of Radiology. “How are
patients ever going to know if these algorithms will work for them?”
The pace of innovation in AI is outrunning regulators’ ability to answer the
questions posed by these technologies, or set consistent standards for evaluating
them. The FDA is not blind to these challenges. It has issued several proposals
for a new framework for regulating AI tools, including a recent AI action plan
and a document calling on all device makers — whether they’re using AI or
not — to disclose the demographics of the patients used to test their products.
Meanwhile, manufacturers are pitching AI products to clinicians who have
limited information on whether they will work on their patients or the devices
in their hospitals. They do not know whether these products will improve care
or lead to unintended consequences, such as an increase in unnecessary procedures or an exacerbation of racial disparities.
In many cases, patients don’t even know these tools are being used.
Hospitals that have adopted AI “are operating under the assumption that you
do not disclose, and that’s not really something that has been defended or really
thought about,” Harvard Law School professor Glenn Cohen said.
In some cases, the risk of harm is low, because the AI is only nudging the doctor
to broach a hard conversation or take a closer look at a patient’s vital signs or an
MRI. But in other cases, lack of disclosure means that patients may never know
what happened if an AI model makes a faulty recommendation that is part of
the reason they are denied needed care or undergo an unnecessary, costly, or
even harmful intervention.
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That is especially troubling when you consider that many of the products
approved by the FDA in recent years are meant to help detect potentially
life-threatening conditions, such as a breast nodule that might turn cancerous.
Neither the FDA, nor any other regulatory agency, has issued guidelines or
rules on when patients should be told that AI is being used in their care. In
some cases, clinical informatics experts told us, physicians themselves aren’t
always aware that AI systems are running in the background, choosing what
they see, how, and when.
There’s also the question of how to regulate bias: Of the 10 algorithms approved
for use with breast imaging, only one breaks down the racial composition of
the dataset used to validate the product. Oncologists say diversity in testing
populations is crucial given variations in the way cancers manifest themselves
in different groups. Black women, for instance, are more likely to develop
aggressive triple-negative tumors, and are often diagnosed earlier in life and
at more advanced stages of disease. They are also about 40% more likely to die
from breast cancer than white women, a disparity that may only increase if AI
tools are deployed without ensuring they perform effectively on Black patients.
“Whether it’s AI or traditional [risk assessment] models, we have always been
complacent in developing models in European Caucasian women with breast
cancer,” said Connie Lehman, chief of breast imaging at Massachusetts
General Hospital.
She sees huge potential in AI. But she also sees where it could go wrong, as was
the case with an earlier generation of computer-aided detection (CAD) software
for breast cancer. Despite FDA clearances and government reimbursements that
allowed providers to collect hundreds of millions of dollars a year for using the
products, they ultimately failed to improve outcomes.
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“Maybe we can say we learned lessons from CAD, we learned lessons from
traditional risk models,” Lehman said. “Maybe we can say we’re not going
to repeat those mistakes again. We are going to hold ourselves to a higher
standard.”
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An invisible hand: Patients
aren’t being told about the AI
systems advising their care
By Rebecca Robbins and Erin Brodwin

| J U LY 1 5 , 2020

Since February of last year, tens of thousands of patients hospitalized at one of
Minnesota’s largest health systems have had their discharge planning decisions

informed with help from an artificial intelligence model. But few if any of those
patients has any idea about the AI involved in their care.
That’s because frontline clinicians at M Health Fairview generally don’t mention
the AI whirring behind the scenes in their conversations with patients.
At a growing number of prominent hospitals and clinics around the country,
clinicians are turning to AI-powered decision support tools — many of them
unproven — to help predict whether hospitalized patients are likely to develop
complications or deteriorate, whether they’re at risk of readmission, and whether
they’re likely to die soon. But these patients and their family members are often
not informed about or asked to consent to the use of these tools in their care, a
STAT examination has found.
The result: Machines that are completely invisible to patients are increasingly
guiding decision-making in the clinic.
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Hospitals and clinicians “are operating under the assumption that you do
not disclose, and that’s not really something that has been defended or really
thought about,” Harvard Law School professor Glenn Cohen said. Cohen is
the author of one of only a few articles examining the issue, which has received
surprisingly scant attention in the medical literature even as research about AI
and machine learning proliferates.
In some cases, there’s little room for harm: Patients may not need to know
about an AI system that’s nudging their doctor to move up an MRI scan by
a day, like the one deployed by M Health Fairview, or to be more thoughtful,
such as with algorithms meant to encourage clinicians to broach end-of-life
conversations. But in other cases, lack of disclosure means that patients may
never know what happened if an AI model makes a faulty recommendation
that is part of the reason they are denied needed care or undergo an unnecessary,
costly, or even harmful intervention.
That’s a real risk, because some of these AI models are fraught with bias, and
even those that have been demonstrated to be accurate largely haven’t yet been
shown to improve patient outcomes. Some hospitals don’t share data on how
well the systems work, justifying the decision on the grounds that they are not
conducting research. But that means that patients are not only being denied
information about whether the tools are being used in their care, but also about
whether the tools are actually helping them.
The decision not to mention these systems to patients is the product of an
emerging consensus among doctors, hospital executives, developers, and
system architects, who see little value — but plenty of downside — in raising
the subject.
They worry that bringing up AI will derail clinicians’ conversations with
patients, diverting time and attention away from actionable steps that patients
can take to improve their health and quality of life.
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Doctors also emphasize that they, not the AI, make the decisions about care. An
AI system’s recommendation, after all, is just one of many factors that clinicians
take into account before making a decision about a patient’s care, and it would
be absurd to detail every single guideline, protocol, and data source that gets
considered, they say.
Internist Karyn Baum, who’s leading M Health Fairview’s rollout of the tool,
said she doesn’t bring up the AI to her patients “in the same way that I wouldn’t
say that the X-ray has decided that you’re ready to go home.” She said she would
never tell a fellow clinician not to mention the model to a patient, but in practice,
her colleagues generally don’t bring it up either.
Four of the health system’s 13 hospitals have now rolled out the hospital discharge
planning tool, which was developed by the Silicon Valley AI company Qventus.
The model is designed to identify hospitalized patients who are likely to be
clinically ready to go home soon and flag steps that might be needed to make
that happen, such as scheduling a necessary physical therapy appointment.
Clinicians consult the tool during their daily morning huddle, gathering around
a computer to peer at a dashboard of hospitalized patients, estimated discharge
dates, and barriers that could prevent that from occurring on schedule. A screenshot of the tool provided by Qventus lists a hypothetical 76-year-old patient,
N. Griffin, who is scheduled to leave the hospital on a Tuesday — but the tool
prompts clinicians to consider that he might be ready to go home Monday, if
he can be squeezed in for an MRI scan by Saturday.
Baum said she sees the system as “a tool to help me make a better decision —
just like a screening tool for sepsis, or a CT scan, or a lab value — but it’s not
going to take the place of that decision,” she said. To her, it doesn’t make sense
to mention to patients. If she did, Baum said, she could end up in a lengthy
discussion with patients curious about how the algorithm was created.
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That could take valuable time away from the medical and logistical specifics
that Baum prefers to spend time talking about with patients flagged by the
Qventus tool. Among the questions she brings up with them: How are the
patient’s vital signs and lab test results looking? Does the patient have a ride
home? How about a flight of stairs to climb when they get there, or a plan for
getting help if they fall?
Some doctors worry that while well-intentioned, the decision to withhold
mention of these AI systems could backfire.
“I think that patients will find out that we are using these approaches, in part
because people are writing news stories like this one about the fact that people
are using them,” said Justin Sanders, a palliative care physician at Dana-Farber
Cancer Institute and Brigham and Women’s Hospital in Boston. “It has the
potential to become an unnecessary distraction and undermine trust in what
we’re trying to do in ways that are probably avoidable.”
Patients themselves are typically excluded from the decision-making process
about disclosure. STAT asked four patients who have been hospitalized with
serious medical conditions — kidney disease, metastatic cancer, and sepsis —
whether they’d want to be told if an AI-powered decision support tool were
used in their care. They expressed a range of views: Three said they wouldn’t
want to know if their doctor was being advised by such a tool. But a fourth
patient spoke out forcefully in favor of disclosure.
“This issue of transparency and upfront communication must be insisted upon
by patients,” said Paul Conway, a 55-year-old policy professional who has been
on dialysis and received a kidney transplant, both consequences of managing
kidney disease since he was a teenager.
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The AI-powered decision support tools being introduced in clinical care are
often novel and unproven — but does their rollout constitute research?

Many hospitals believe the answer is no, and they’re using that distinction as
justification for the decision not to inform patients about the use of these tools
in their care. As some health systems see it, these algorithms are tools being
deployed as part of routine clinical care to make hospitals more efficient. In
their view, patients consent to the use of the algorithms by virtue of being
admitted to the hospital.
At UCLA Health, for example, clinicians use a neural network to pinpoint
primary care patients at risk of being hospitalized or frequently visiting the
emergency room in the next year. Patients are not made aware of the tool because it is considered a part of the health system’s quality improvement efforts,
according to Mohammed Mahbouba, who spoke to STAT in February when
he was UCLA Health’s chief data officer. (He has since left the health system.)
“This is in the context of clinical operations,” Mahbouba said. “It’s not a
research project.”
Oregon Health and Science University uses a regression-powered algorithm to
monitor the majority of its adult hospital patients for signs of sepsis. The tool is
not disclosed to patients because it is considered part of hospital operations.
“This is meant for operational care, it is not meant for research. So similar to
how you’d have a patient aware of the fact that we’re collecting their vital sign
information, it’s a part of clinical care. That’s why it’s considered appropriate,”
said Abhijit Pandit, OHSU’s chief technology and data officer.
But there is no clear line that neatly separates medical research from hospital
operations or quality control, said Pilar Ossorio, a professor of law and bioethics
at the University of Wisconsin-Madison.
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And researchers and bioethicists often disagree on what constitutes one or
the other.
“This has been a huge issue: Where is that line between quality control, operational control, and research? There’s no widespread agreement,” Ossorio said.
To be sure, there are plenty of contexts in which hospitals deploying AIpowered decision support tools are getting patients’ explicit consent to use
them. Some do so in the context of clinical trials, while others ask permission
as part of routine clinical operations.
At Parkland Hospital in Dallas, where the orthopedics department has a tool
designed to predict whether a patient will die in the next 48 hours, clinicians
inform patients about the tool and ask them to sign onto its use.
“Based on the agreement we have, we have to have patient consent explaining
why we’re using this, how we’re using it, how we’ll use it to connect them to the
right services, etc.,” said Vikas Chowdhry, the chief analytics and information
officer for a nonprofit innovation center incubated out of Parkland Health
System in Dallas.
Hospitals often navigate those decisions internally, since manufacturers of AI
systems sold to hospitals and clinics generally don’t make recommendations to
their customers about what, if anything, frontline clinicians should say to patients.
Jvion — a Georgia-based health care AI company that markets a tool that
assesses readmission risk in hospitalized patients and suggests interventions to
prevent another hospital stay — encourages the handful of hospitals deploying
its model to exercise their own discretion about whether and how to discuss it
with patients. But in practice, the AI system usually doesn’t get brought up in
these conversations, according to John Frownfelter, a physician who serves as
Jvion’s chief medical information officer.
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“Since the judgment is left in the hands of the clinicians, it’s almost irrelevant,”
Frownfelter said.

When patients are given an unproven drug, the protocol is straightforward:
They must explicitly consent to enroll in a clinical study authorized by the Food
and Drug Administration and monitored by an institutional review board.
And a researcher must inform them about the potential risks and benefits of
taking the medication.

That’s not how it works with AI systems being used for decision support in the
clinic. These tools aren’t treatments or fully automated diagnostic tools. They
also don’t directly determine what kind of therapy a patient may receive — all
of which would make them subject to more stringent regulatory oversight.
Developers of AI-powered decision support tools generally don’t seek approval
from the FDA, in part because the 21st Century Cures Act, which was signed
into law in 2016, was interpreted as taking most medical advisory tools out of the
FDA’s jurisdiction. (That could change: In guidelines released last fall, the agency
said it intends to focus its oversight powers on AI decision-support products meant
to guide treatment of serious or critical conditions, but whose rationale cannot be
independently evaluated by doctors — a definition that lines up with many of the
AI models that patients aren’t being informed about.)
The result, for now, is that disclosure around AI-powered decision support tools
falls into a regulatory gray zone — and that means the hospitals rolling them
out often lack incentive to seek informed consent from patients.
“A lot of people justifiably think there are many quality-control activities that
health care systems should be doing that involve gathering data,” Wisconsin’s
Ossorio said. “And they say it would be burdensome and confusing to patients
to get consent for every one of those activities that touch on their data.”
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In contrast to the AI-powered decision support tools, there are a few commonly
used algorithms subject to the regulation laid out by the Cures Act, such as the
type behind the genetic tests that clinicians use to chart a course of treatment
for a cancer patient. But in those cases, the genetic test is extremely influential
in determining what kind of therapy or drug a patient may receive. Conversely,
there’s no similarly clear link between an algorithm designed to predict whether
a patient may be readmitted to the hospital and the way they’ll be treated if
and when that occurs.

“If it were me, I’d say just file for institutional review
board approval and either get consent or justify why
you could waive it.”
PI L AR O SSO R I O , P RO F E S S O R O F L AW A N D BI O E T H I CS ,
UN I VER S I T Y O F W I S CO N S I N - M A D I S O N

Still, Ossorio would support an ultra-cautious approach: “I do think people
throw a lot of things into the operations bucket, and if it were me, I’d say just
file for institutional review board approval and either get consent or justify why
you could waive it.”

Further complicating matters is the lack of publicly disclosed data showing

whether and how well some of the algorithms work, as well as their overall
impact on patients. The public doesn’t know whether OHSU’s sepsis-prediction
algorithm actually predicts sepsis, nor whether UCLA’s admissions tool actually
predicts admissions.
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Some AI-powered decision support tools are supported by early data presented
at conferences and published in journals, and several developers say they’re in
the process of sharing results: Jvion, for example, has submitted to a journal for
publication a study that showed a 26% reduction in readmissions when its readmissions risk tool was deployed; that paper is currently in review, according to
Jvion’s Frownfelter.
But asked by STAT for data on their tools’ impact on patient care, several
hospital executives declined or said they hadn’t completed their evaluations.
A spokesperson from UCLA said it had yet to complete an assessment of the
performance of its admissions algorithm.

“Before you use a tool to do medical decision-making,
you should do the research.”
PI L AR O SSO R I O , P RO F E S S O R O F L AW A N D BI O E T H I CS ,
UN I VER S I T Y O F W I S CO N S I N - M A D I S O N

A spokesperson from OHSU said that according to its latest report, run before
the Covid-19 pandemic began in March, its sepsis algorithm had been used
on 18,000 patients, of which it had flagged 1,659 patients as at-risk with nurses
indicating concern for 210 of them. He added that the tool’s impact on patients
— as measured by hospital death rates and length of time spent in the facility
— was inconclusive.
“It’s disturbing that they’re deploying these tools without having the kind of
information that they should have,” said Wisconsin’s Ossorio. “Before you use
a tool to do medical decision-making, you should do the research.”
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Ossorio said it may be the case that these tools are merely being used as an
additional data point and not to make decisions. But if health systems don’t
disclose data showing how the tools are being used, there’s no way to know
how heavily clinicians may be leaning on them.
“They always say these tools are meant to be used in combination with clinical
data and it’s up to the clinician to make the final decision. But what happens if we
learn the algorithm is relied upon over and above all other kinds of information?”
she said.

There are countless advocacy groups representing a wide range of patients,

but no organization exists to speak for those who’ve unknowingly had AI
systems involved in their care. They have no way, after all, of even identifying
themselves as part of a common community.
STAT was unable to identify any patients who learned after the fact that their
care had been guided by an undisclosed AI model, but asked several patients
how they’d feel, hypothetically, about an AI system being used in their care
without their knowledge.
Conway, the patient with kidney disease, maintained that he would want to
know. He also dismissed the concern raised by some physicians that mentioning
AI would derail a conversation. “Woe to the professional that as you introduce
a topic, a patient might actually ask questions and you have to answer them,”
he said.
Other patients, however, said that while they welcomed the use of AI and other
innovations in their care, they wouldn’t expect or even want their doctor to
mention it. They likened it to not wanting to be privy to numbers around their
prognosis, such as how much time they might expect to have left, or how many
patients with their disease are still alive after five years.
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“Any of those statistics or algorithms are not going to change how you confront
your disease — so why burden yourself with them, is my philosophy,” said Stacy
Hurt, a patient advocate from Pittsburgh who received a diagnosis of metastatic
colorectal cancer in 2014, on her 44th birthday, when she was working as an
executive at a pharmaceutical company. (She is now doing well and is approaching five years with no evidence of disease.)
Katy Grainger, who lost the lower half of both legs and seven fingertips to sepsis,
said she would have supported her care team using an algorithm like OHSU’s
sepsis model, so long as her clinicians didn’t rely on it too heavily. She said she
also would not have wanted to be informed that the tool was being used.

“I don’t monitor how doctors do their jobs. I just
trust that they’re doing it well.”
K ATY G R AI N G E R, PAT I E N T W H O D E V E L O P E D S E P S I S

“I don’t monitor how doctors do their jobs. I just trust that they’re doing it
well,” she said. “I have to believe that — I’m not a doctor and I can’t control
what they do.”
Still, Grainger expressed some reservations about the tool, including the idea
that it may have failed to identify her. At 52, Grainger was healthy and fairly
young when she developed sepsis. She had been sick for days and visited an
urgent care clinic, which gave her antibiotics for what they thought was a basic
bacterial infection, but which quickly progressed to a serious case of sepsis.
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“I would be worried that [the algorithm] could have missed me. I was young
— well, 52 — healthy, in some of the best shape of my life, eating really well,
and then boom,” Grainger said.
Dana Deighton, a marketing professional from Virginia, suspects that if an
algorithm scanned her data back in 2013, it would have made a dire prediction
about her life expectancy: She had just been diagnosed with metastatic esophageal cancer at age 43, after all. But she probably wouldn’t have wanted to hear
about an AI’s forecast at such a tender and sensitive time.
“If a physician brought up AI when you are looking for a warmer, more personal
touch, it might actually have the opposite and worse effect,” Deighton said. (She’s
doing well now — her scans have turned up no evidence of disease since 2015.)
Harvard’s Cohen said he wants to see hospital systems, clinicians, and AI
manufacturers come together for a thoughtful discussion around whether they
should be disclosing the use of these tools to patients — “and if we’re not doing
that, then the question is why aren’t we telling them about this when we tell
them about a lot of other things,” he said.
Cohen said he worries that uptake and trust in AI and machine learning could
plummet if patients “were to find out, after the fact, that there’s a rash of this
being used without anyone ever telling them.”
“That’s a scary thing,” he said, “if you think this is the way the future is going
to go.”
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As the FDA clears a flood of
AI tools, missing data raise
troubling questions on safety
and fairness
By Casey Ross

| F E B R UA RY 3 , 202 1

Artificial intelligence is the fastest-growing frontier in medicine, but it is also

among the most lawless. U.S. regulators have approved more than 160 medical
AI products in recent years based on widely divergent amounts of clinical data
and without requiring manufacturers to publicly document testing on patients
of different genders, races, and geographies, a STAT investigation has found.
The result is a dearth of information on whether AI products will improve care
or trigger unintended consequences, such as an increase in incorrect diagnoses,
unnecessary treatment, or an exacerbation of racial disparities.
STAT examined data reported in hundreds of pages of documents filed with
the FDA over the last six years by companies that ultimately gained approval of
products that rely on AI. These companies won approval to use AI for everything
from detecting heart arrhythmias with smartwatches to analyzing data from
imaging devices to flag conditions such as stroke, cancer, and respiratory illnesses.
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What emerged was an uneven patchwork of sample sizes and methods that
more resembles the building of a frontier town, with hastily bolted-on porches
and uneven roof lines, than a standardized approach to assuring safety, efficacy,
and fairness. The upshot, physicians and health data experts said, is that
companies fresh with FDA approvals are pitching their devices to patients
and doctors who know very little about whether they will work or how they
might affect the cost and quality of care.
“The FDA clearly needs to be setting a higher bar,” said Keith Dreyer, a
professor of radiology at Harvard Medical School and chief science officer
at the data science institute of the American College of Radiology. “How
are patients ever going to know if these algorithms will work for them?”
Of 161 AI products cleared by the FDA between 2012 and 2020, only 73
disclosed the amount of patient data used to validate the performance of
their devices in public documents. Among those that did, the numbers varied
widely, from data on fewer than 100 patients to more than 15,000. Only seven
reported the racial makeup of their study populations, and just 13 provided a
gender breakdown.
STAT’s investigation found that among 10 AI products approved for breast
imaging, only one publicly disclosed the racial demographics of the dataset
used to detect suspicious lesions and assess cancer risk. Similar gaps exist for
tools used to identify respiratory conditions and potentially cancerous lung nodules. And almost no validation data is included in public documents supporting
the approval of more than a dozen products designed to detect arrhythmias
and other cardiovascular conditions.
In response to questions from STAT, Bakul Patel, director of the FDA’s Digital
Health Center of Excellence, said in an email that a new FDA “action plan’’
for regulating AI aims to force manufacturers to be more rigorous in their
evaluations.
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“This includes greater transparency by sponsors about their products, including
the data used to train and validate their devices, and the diverse characteristics
(including age, sex, gender, race, and ethnicity) of the populations from which
these data sets were obtained,” Patel said.
Amid a dramatic increase in AI product submissions, the FDA has sought to
refine and clarify its regulatory approach by releasing several guidance documents and establishing a new digital health unit in 2020 to develop standards
for the development and regulation of such tools.
Despite such efforts, its regulatory framework remains in flux as the agency
faces demands from political and business leaders to speedily approve products
backed by millions of dollars of private investment. The pressure is only likely
to grow as rapid software innovations and increases in computing power make
it faster and easier to encode algorithms into medical products. A trickle of AI
submissions has now turned into a steady stream of applications to the FDA,
which approved more than 70 products in 2019 alone. If the trend continues,
that number will be more than 600 by 2025.
The political divisions over regulation were underscored last month when the
Trump administration — in its final days — filed a proposal to permanently
exempt from FDA review several categories of medical AI products. The proposal was subsequently put on hold by the Biden administration and is unlikely
to move forward. But it nonetheless stands in stark contrast to the FDA action
plan published only days earlier which called for increased regulation and
monitoring of AI tools.
Meanwhile, inconsistent standards for data use and disclosure mean that much
of the vetting process is unfolding in private conversations, where the FDA’s
decision-making is as much of a black box as the machine learning systems it is
trying to regulate.
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“I do think there is a lot of promise to AI, but if we’re not even requesting that
the manufacturers be transparent about their reference datasets at submission,
how are people going to know the limitations of that AI instrument?” said
Kayte Spector-Bagdady, a lawyer and professor of bioethics at the University
of Michigan.
Some of those nuances are easy to lose amid the aggressive marketing of these
algorithms. A breast imaging product released by a New Hampshire-based
company called iCAD says it is “revolutionizing personalized screening,” but
FDA documents summarizing a October 2019 clearance of the product contain
no information on the racial demographics of its testing populations.
The company’s chief executive, Michael Klein, said iCAD had extensive
discussions with the FDA to ensure its study designs were inclusive. He said the
ProFound AI algorithm was trained and validated on data from more than 29
clinical sites globally, representing many different ethnicities. “Furthermore, he
said, “the patient cases used in the clinical reader study for ProFound AI were
collected from seven sites across the U.S., also representing racially diverse
populations.”
But those details are not being routinely exposed and scrutinized through the
FDA’s regulatory pathways, which remain ill-suited to the challenges posed by
machine learning products, health data and legal experts said. That’s because
machine learning systems — which are designed to find hidden patterns in
data that may improve care — are fundamentally different from the drugs and
traditional devices the agency is accustomed to reviewing. Their effects, like the
impact of a whispered piece of advice at a critical moment, are harder to trace.
Instead of evaluating AI like a device, experts argue the FDA must treat it more
like a human by asking a different set of questions, such as how and where it was
trained and what data were used.
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In other words, does the AI really know what it needs to know? And how will
it react when exposed to complicated situations in the real world?
For many AI products already on the market, those questions are difficult
to answer.

Most AI products submitted to the FDA are reviewed through what’s known

as the 510(k) pathway, which only requires proof of “substantial equivalence” to
already-cleared tools, not hard evidence that a new product will improve care.
Manufacturers are not required to systematically document how the AI was
developed or whether its performance was validated on an independent dataset,
a crucial step to ensuring the product will work on a wide range of patients.
The process contrasts sharply with its approach to regulating drugs, where data
is shared publicly and pored over by review panels who scrutinize effect sizes
and adverse events in different subgroups.
While the risks posed by drugs and AI systems are different, experts said,
the review of the underlying data should be no less rigorous. However, even
determining how many AI products the FDA has cleared for commercial use
is challenging, as it does not maintain a public database devoted to them.
To fill the gap, STAT built its own list by compiling data from hundreds of
documents and drawing on lists of cleared products built by outside organizations, including the American College of Radiology and the Medical Futurist,
an online publication and consulting business. The resulting list of 161 products
undercounts the total cleared, as it does not include many products used in
microbiology, clinical chemistry, and other domains. One recent study that
included those categories put the total of FDA-cleared AI devices at more
than 220.
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After identifying the cleared algorithms, STAT compiled summaries filed
by manufacturers to the FDA that outline the intended use and technical
specifications of each product, along with information about how clinical
testing was conducted.
Just because there is no information about clinical testing in product summary
does not necessarily mean that it wasn’t tested at all — just that it wasn’t
publicly disclosed.
For example, the summary of an AI product developed by Vida Diagnostics
to analyze lung images for signs of disease didn’t have any details on how it
was tested. But executives said extensive testing was conducted on data from
hundreds of patients, noting that FDA officials inquired about the datasets
used to train and validate the products, and whether they were kept separate
to ensure the product’s accuracy in different populations.
“The FDA is certainly digging in there,” said Alex Morris, director of regulatory
affairs at Vida. But he added that the demands of the review process, and the
amount of public disclosure required, is not being dictated by a well-defined set
of criteria.
“There’s no guarantee every company is going to get the same set of questions,”
he said. “They are still working it out on their end and trying to standardize
what they should be asking and what they shouldn’t be asking, so there is
inconsistency at the moment.”
That inconsistency is apparent in dozens of cases where clinical testing was
documented. For products that analyze images to detect bleeding in the brain,
a condition known as intracranial hemorrhage, the number of patients whose
data were used to assess the AI’s performance ranged from 260 to nearly 1,200.
Some were tested on patient data obtained from health providers in the U.S.
and abroad, while others used data from only a handful of U.S. sites.
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For four products used to detect possible strokes, the amount of publicly reported
testing data ranged from 0 patients to 476. The 14 algorithms cleared by the
FDA for stroke and intracranial hemorrhage are designed to notify physicians
of potentially fatal conditions captured on images and prioritize them for review
— a use that could have clear and urgent implications for a patient’s care. But
none of the documentation for the tools breaks out the demographics of their
training datasets.
That gap in demographic data is particularly wide in breast imaging, where
only one of 10 AI products cleared by the FDA discloses the racial breakdown
of its testing data.
One of those products, a tool called QuantX designed to help radiologists
accurately diagnose breast cancer, was cleared through the FDA’s more stringent
de novo pathway, making it a standard-setter that future products must show
they are equivalent to when applying for FDA review.
But despite reporting the results of a study testing the model on 111 MRI scans,
the racial breakdown of patients in that dataset is not mentioned anywhere in a
24-page filing on testing by Qlarity Imaging of Chicago. Qlarity’s chief executive,
Jon DeVries, who joined the company after the study was conducted, said he
did not know whether the product was tested on different racial subgroups.
Meanwhile, an AI product developed by Koios Medical that went through the
FDA’s lower-risk 510(k) pathway — and sought to establish equivalence to
QuantX — provided a detailed demographic breakdown of a clinical testing
set of 900 patients, which included 73 Hispanic patients, 77 African American
patients, and 133 Asian patients.
Those inconsistencies raise questions for clinicians about whether the tools will be
effective and equitable in the real world. Breast cancer specialists said evaluating
such systems on a diverse pool of patients is crucial to ensure they don’t exacerbate racial disparities.
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“AI is exciting. It’s undoubtedly exciting,” said Reshma Jagsi, a breast cancer
oncologist and researcher at the University of Michigan. “But we have to make
sure it’s exciting for all of our patients.”

“AI is exciting. It’s undoubtedly exciting. But we have
to make sure it’s exciting for all of our patients.”
R ESH M A J AG SI , A B R EA S T CA N CE R O N CO L O G I S T A N D RE S E A RCH E R

The lack of evidence or standardized regulation has put the burden on hospitals
to determine that AI tools cleared by the FDA will actually hold up when
deployed in their institutions, where a wide array of variables can affect how
well they work, from the imaging equipment used to the population of patients
whose care they guide.
It’s difficult to determine how widely hospitals and doctors have adopted AI
tools cleared by the FDA. In many cases, companies sign agreements not to
release the names of hospital clients who don’t want to be publicly affiliated with
a given AI product. In addition, many AI manufacturers are startups that only
selectively release data on the performance of their products as they try to gain
traction in the market.
Haris Sair, director of neuroradiology at Johns Hopkins Medicine, said the
hospital system is not using any of the cleared AI products for neurological
conditions, largely due to the lack of evidence that they would improve outcomes for patients. The ostensible benefit of these products is that they save
time in evaluating and treating critically ill patients, but Sair said it is not yet
clear they can reliably do so in real-world clinical settings
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“Theoretically it makes sense for [the algorithm] to bump up the cases that
it thought had hemorrhage to the top of the list, but unless the algorithm is
relatively accurate you’re going to have mixed in there some cases where it
labels them as intracranial hemorrhage when it’s not,” he said.
Sair said he has not seen any AI products that can reliably distinguish between
bleeding that requires immediate attention and previously identified bleeding
that requires less urgent follow-up care. Those kinds of unknowns could actually
delay care in settings where physicians are juggling the needs of patients with
different kinds of problems.
“If you are prioritizing one set of data, you have to be careful about what the
downstream effects are in terms of other data that you’re not prioritizing,”
he said.
The FDA’s scattershot approach has also prompted some medical organizations
to take matters into their own hands. The American College of Radiology, for
example, has built a database for its members of all the FDA-cleared products
in medical imaging to show how much and what data were used to train and
test the tools.
Dreyer, the chief science officer at the organization’s data science institute, said
the wide variability in testing and documentation has rendered FDA clearance
a poor indicator of whether a given product will improve patient care.
“The FDA’s clearance is necessary, but it may not be sufficient to determine if the
product works at your facility,” he said, adding that “without change at the FDA,
there probably needs to be some other mechanism” to assess the effectiveness of
AI systems.
There is also a question of how to monitor the impact of AI products once they
are adopted.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 21 | 183

So far, manufacturers are allowed to keep tabs on how well products are performing on their own and are only required to seek FDA review for modifications
that change the use or core functions of their devices.
The FDA’s Patel told STAT that the agency is exploring ways to alter its
regulatory frameworks to make use of more real-world performance data. Its
new action plan proposes to create a process for reviewing planned alterations
or updates to a product before they are made, so the agency can allow companies
to iterate their products in ways the agency agrees are safe and useful.
“By pre-specifying the intended adaptations and the detailed methodology by
which those adaptations will be performed – including for data management,
re-training, performance evaluation, and update procedures – the predetermined
change control plan provides safeguards for AI/ML-based medical software,”
he said.
Several device markers have called for more targeted scrutiny in the agency’s
review process. Many are also bucking against the notion that a lower regulatory
bar — or elimination of that bar, as the Trump administration proposed —
would benefit patients or their companies.
“It would be a perilous path to deregulate all of this,” said Susan Wood, chief
executive of Vida Diagnostics. “When it really gets into clinical consumption,
it has to pass to some gates of rigor.”
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Can you sue an algorithm for
malpractice? It depends
By Saurabh Jha

| M A R C H 9 , 2020

The rapid entry of artificial intelligence is stretching the boundaries of
medicine. It will also test the limits of the law.

Artificial intelligence (AI) is being used in health care to flag abnormalities
in head CT scans, cull actionable information from electronic health records,
and help patients understand their symptoms.
At some point, AI is bound to make a mistake that harms a patient. When
that happens, who — or what — is liable?
I’ll use radiology to answer this question, because many believe AI will have
the largest impact there and some even believe that AI will replace radiologists.
Here’s a hypothetical situation to illustrate some of the legal uncertainties:
Innovative Care Hospital, an early adopter of technology, decides to use AI
instead of radiologists to interpret chest x-ray images as a way to reduce labor
costs and increase efficiency. Its AI performs well, but for unknown reasons
misses an obvious pneumonia and the patient dies from septic shock.
Who’ll get sued? The answer is, “It depends.”
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If Innovative Care developed the algorithm in house, it will be liable through
what’s known as enterprise liability. Though the medical center isn’t legally
obliged to have radiologists oversee AI’s interpretation of x-rays, by removing
radiologists from the process it assumes the risk of letting AI fly solo.
In this scenario, a suit would likely be settled. The hospital will have factored in
the cost of lawsuits in its business model. If the case goes to trial, the fact that the
hospital uses artificial intelligence to increase efficiency won’t likely be helpful
for the hospital, even if the savings are passed to its patients. Efficiency can be
framed as “cost cutting,” which juries don’t find as enticing as MBA students.
If Innovative Care had bought the algorithm from an AI vendor, the distribution
of liability is more complex.
It’s unlikely that a commercial AI algorithm would be deployed for medical
care without the blessing of the Food and Drug Administration (FDA). By
going through the agency’s approval process, the vendor sheds some risk
because of a legal concept known as preemption.
The rationale behind preemption is that when state and federal laws conflict,
federal law prevails. For the manufacturers of medical products, preemption
avoids having to meet safety requirements for each state separately. It smooths
commerce across the states.
Whether FDA approval shields vendors from liability in state courts, however,
is uncertain. The Supreme Court of the United States hasn’t ruled consistently
in this realm.
In 1990, Laura Lohr’s pacemaker failed. She and her husband sued Medtronic,
the manufacturer of the pacemaker, in Florida. The company claimed it couldn’t
be sued because of FDA’s preemption. The Supreme Court ruled that Medtronic
wasn’t sheltered from liability in lower courts because the device had fulfilled a
less-rigorous approach to FDA approval: the expedited 510(K) pathway.
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The Supreme Court also emphasized that preemption applies only when specific
state laws conflict with specific federal regulations.
Another Supreme Court decision is also instructive. In 2000, Diana Levine was
given an intravenous infusion of Phenergan to stop severe nausea and vomiting.
The infusion went awry. She developed gangrene in her right arm, and doctors
had to amputate it. She sued the clinic, those who administered the drug, and
the drug’s maker, Wyeth. The company claimed that because the FDA was
satisfied with its labeling of the drug’s side effects, it was shielded from liability
in lower courts for failing to specify one of its rarer side effects, limb loss. The
Supreme Court rejected Wyeth’s claim.
That decision, however, may not apply to medical devices. Charles Riegel
was undergoing artery-opening angioplasty in 1996 when the balloon-carrying
catheter ruptured, requiring emergency surgery. He and his wife sued the
catheter’s maker, Medtronic, for negligence in designing, making, and labeling
the catheter. Medtronic claimed protection from the suit because it had met
the FDA’s rigorous premarket approval process. The Supreme Court agreed
with Medtronic.
As these three cases show, preemption might work, but it doesn’t offer litigationfree nirvana.
Can preemption even apply to artificial intelligence? Algorithms aren’t static
products — they learn and evolve. An algorithm approved by the FDA is
different than the one that has been reading x-rays and learning about them for
a year. The FDA can’t foresee how the algorithm will perform in the future.
How courts deal with AI-based algorithms will also depend in part on whether
algorithms are viewed as drugs or devices, and what kind of FDA approval
they receive.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 22 | 187

Many AI-based algorithms are currently being approved through the expedited
pathway. Others aim to enter the more-rigorous premarket approval process.
Regardless, AI vendors, many of which are start-ups, could be accruing liability
of an unknown scale.
Random errors, in which artificial intelligence misses an obvious abnormality
for inexplicable reasons, are uncommon and difficult to predict. But statistically
speaking, their occurrence is certain. Such misses could lead to large settlements,
particularly if it is argued that a radiologist would unlikely have missed the obvious finding, such as pneumonia or cancer. Big payouts or high-profile lawsuits
could obliterate the emerging health AI sector, which is still a cottage industry.
On whom the responsibility for continuous improvement of AI will fall —
vendors or users — depends on the outcome of the first major litigation in this
realm. The choice of who to sue, of course, may be affected by deep pockets.
Plaintiffs may prefer suing a large hospital instead of a small, venture-capitalsupported start-up.
Hospitals replacing radiologists with artificial intelligence is too fanciful and
futuristic. The more likely scenario is that AI will be used to help radiologists
by flagging abnormalities on images. Radiologists will still be responsible for
the final interpretation. AI will be to radiologists what Dr. Watson was to
Sherlock Holmes — a trusted, albeit overzealous, assistant.
Though Holmes often ignored Watson’s advice, radiologists won’t find it easy
to dismiss artificial intelligence because they’ll incur a new liability: the liability
of disagreeing with AI. If AI flags a lung nodule on a chest radiograph that
the radiologist doesn’t see and, therefore, doesn’t mention it in his or her report
— in other words, disagrees with AI — and that nodule is cancerous and the
patient suffers because of a late diagnosis, the radiologist may be liable not just
for missing the cancer but for ignoring AI’s advice.
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A string of such lawsuits would make radiologists practice defensively. Eventually,
they would stop disagreeing with AI because the legal costs of doing that would
be too high. Radiologists will recommend more imaging, such as CT scans, to
confirm AI’s findings.
In other words, artificial intelligence won’t necessarily make medical care
cheaper.
If evidence shows that radiologists who use artificial intelligence miss fewer
serious diagnoses, it could become the de facto standard of care. At that point,
radiologists who don’t use AI could be exposing themselves to liability. Plaintiff
attorneys could use artificial intelligence to “find” missed cancers on patient’s
old x-ray images. Professional insurance carriers could even stipulate that
radiologists use AI as a condition of coverage.
These conjectures are based on the historical vector of American tort — civil
wrongs that cause claimants to suffer loss or harm. Artificial intelligence fits
perfectly in our oversensitive diagnostic culture in which doctors are petrified
of missing potentially fatal diseases.
The adoption of artificial intelligence in radiology will certainly be influenced
by science. But it will also be shaped by the courts and defensive medicine. Once
a critical mass of radiologists use AI clinically, it could rapidly diffuse and, in a
few years, reading chest x-rays, mammograms, head CTs, and other imaging
without AI will seem old-fashioned and dangerous.
Ironically, the courts will keep both AI and radiologists tethered to each other,
granting neither complete autonomy.
Saurabh Jha is an associate professor of radiolog y at the University of Pennsylvania and
scholar of artificial intelligence in radiolog y.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 22 | 189

How should the FDA regulate
adaptive AI, software that
designs itself?
By Sam Surette

| O C TO B E R 2 , 2020

Picture this: As a Covid-19 patient fights for her life on a ventilator, software

powered by artificial intelligence analyzes her vital signs and sends her care
providers drug-dosing recommendations — even as the same software simultaneously analyzes in real time the vital signs of thousands of other ventilated
patients across the country to learn more about how the dosage affects their
care and automatically implements improvements to its drug-dosing algorithm.
This type of AI has never been allowed by the Food and Drug Administration.
But that day is coming.
AI that continuously learns from new data and modifies itself, called adaptive
AI, faces some steep barriers. All FDA-cleared or approved AI-based software
is “locked,” meaning the manufacturer cannot allow adaptations for real-world
use without new testing to confirm that it still works properly.
To unlock the transformative power of adaptive AI, the FDA and industry will
need to develop new scientific approaches and embrace an expansive new
definition of what it means to design a product. It also means creating artificial
self-control: a built-in system of limits on the types of improvements it can make
to itself and the rules the software uses to decide if it can make them.
PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 23 | 190

The promise of adaptive AI lies in its ability to learn and respond to new
information. Manufacturers, however, can train an algorithm only so far on
in-house data. When an algorithm encounters a real-world clinical setting,
adaptive AI might allow it to learn from these new data and incorporate clinician feedback to optimize its performance. This kind of feedback mechanism is
common in non-medical AI services. It’s what’s going on when they ask users to
respond to the prompt, “Was this helpful?” to improve their recommendations.
Adaptive AI could also adapt to entire institutions. A hospital in Minneapolis
may see a very different mix of patients than one in Baton Rouge, 1,200 miles
down the Mississippi River, in terms of age, comorbidities such as obesity or
diabetes, and other factors. Because clinically appropriate performance is set
in part on factors such as disease prevalence, having access to local data can
help fine-tune performance to match the needs of each institution. Adaptive AI
might even learn subtle differences between institutions, such as how frequently
they perform certain blood tests, which are otherwise difficult to factor into
calculations.
Allowing for adaptive learning introduces potential risks as well as offering
advantages. AI that can reshape itself to fit existing clinical environments could
learn the wrong lessons from the clinicians or institutions it monitors, reinforcing
harmful biases. In 2019, research published in Science reported that an
algorithm widely used by U.S. health care systems to guide health decisions
showed marked evidence of racial bias. Since the algorithm used health costs
as a proxy for risk, it incorrectly assumed that Black patients’ unequal access
to care meant they didn’t need it — reducing by more than half the number
of Black patients identified for extra care.
To provide for effective and equitable artificial intelligence, products must be
designed to evaluate and test for the implicit biases in our health care access and
delivery systems in real time. If implemented correctly, AI might actually reduce
— rather than mimic or amplify — the implicit biases of its human counterparts,
who often have trouble recognizing their own biases, let alone test for them.
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To promote the exciting potential of adaptive AI while mitigating its known
risks, developers and the FDA need a new approach. In addition to considering
the product as originally designed, they need to prespecify how, and how much,
a product can change on its own.
Design provides the blueprint for the product, while artificial self-control provides
the guidance and constraint for the product’s evolution. Adaptive AI governed
by artificial self-control would be able to make only specific types of changes and
only after successfully passing a series of robust automated tests. The guardrails
provided by artificial self-control would ensure that the software performs
acceptably and equitably as it adapts. Instead of being unleashed, artificial
self-control lets a manufacturer put adaptive AI on a longer leash, allowing the
algorithm to explore within a defined space to find the optimal operating point.
A leash, even a long one, functions only when someone is holding the other
end. AI is frequently described using human analogies, such as how it “learns”
or “makes decisions.” But AI is not self-aware. Every action it takes is the
responsibility of its developers, including artificial self-control.
Implementation of artificial self-control might look something like this: Take the
case of the drug-dosing algorithm I mentioned at the beginning of this article.
When the algorithm is ready to incorporate what it has learned from real-world
data about how drug-dosing information has affected other patients on ventilators, it first goes through a controlled revalidation process, automatically
testing its performance on a random sample from a large representative test
dataset in the cloud, a dataset that has been carefully curated by the manufacturer to ensure it is representative of the overall population and has high
quality information about drug-dosing and patient outcomes.
The curated test dataset lets the algorithm check if it has developed any bias
from the real-world data, or if there were other data quality issues that could
negatively affect its performance.
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If the algorithm meets minimum requirements for performance against the test
dataset, the update is allowed to proceed and become available to clinicians to
better manage their patients. The test is logged, and each data point used in
the test is carefully controlled to ensure that the algorithm is not simply getting
better and better at predicting the answer in a small test set (a common problem
in machine learning called overfitting) but is instead truly improving its
performance. In the event that unanticipated problems emerge in real-world
situations, the manufacturer has the ability to quickly roll back the update to
a previous version.
For now, FDA-cleared artificial intelligence software products are manufactured
in a conventional way. All algorithm updates are controlled by the manufacturer,
not the software. Many such updates require a new FDA premarket review, even
if the previous version already had received FDA clearance. Yet the FDA has its
eye on the future, evidenced by a discussion paper released last April on how the
agency might regulate adaptive AI. It envisions incorporating a new component
into its premarket reviews: a “predetermined change control plan” that specifies
future modifications and the associated methodology to implement them in a
controlled manner.
The use of these predetermined change-control plans would enable adaptive AI
by allowing the FDA to review possible modifications ahead of time, obviating
the need for a new premarket review before each significant algorithm update.
In other words, it would mean FDA-authorized artificial self-control.
In addition to the discussion paper, two recent device marketing authorizations
have laid the groundwork for adaptive AI. These include some of the first FDAauthorized predetermined change-control plans, albeit for locked algorithms.
One authorization was for IDx-DR, an AI-based software designed to automatically screen for diabetic retinopathy in primary care settings. The other, made
by my company, Caption Health, was for Caption AI, an AI-guided imaging
acquisition system that enables novice users to acquire heart ultrasound scans.
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Both products have the potential to expand patient access to specialized
diagnostics. But they also set a precedent for the FDA “pre-reviewing” future
changes, blazing a trail for other companies to follow, including — inevitably
— the first company to obtain FDA authorization of adaptive AI.
To be clear, both of these change-control plans still require the company to
design, test, and lock the algorithm before it’s released. From there, though,
it is only a short step to using the same mechanisms for artificial self-control.
As the FDA gains experience with premarket reviews of AI-based products, it
should continue to collaborate with experts in industry and academia to establish
good machine learning practices, as it has done through participation in Xavier
Health’s AI Initiative since 2017. The FDA should also consider placing greater
emphasis on real-world evidence and post-market surveillance mechanisms for
these products, similar to how the FDA has responded to the rapidly evolving
Covid-19 pandemic.
To the best of my knowledge, no company has sought FDA authorization for
adaptive AI. The first to do so should endeavor to set a high bar in terms of
safety, effectiveness, and trust. In light of lingering skepticism toward medical
AI among patients and clinicians, the most successful introduction of adaptive
AI will be for products whose decision-making is readily understandable to the
users. A product that highlights suspected lesions in a CT image, for example,
can be verified by a radiologist, and any mistakes would be apparent.
Research in developing more explainable AI is still nascent, but progressing
quickly. In the meantime, a medical device designed to assist a clinician in
real time may be a good candidate for successful introduction of adaptive AI.
Such products act as a co-pilot to the clinician, who can build trust in the
product quickly, something that can be difficult for a “black box” diagnostic
algorithm to achieve.
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Though the regulatory framework is becoming clearer, thanks to proactive
measures by the FDA, it may be some time before artificial self-control is ready
to leave the nest. Its transformative potential is undeniable, but manufacturers
and the FDA would be wise to wait until adaptive AI can demonstrate practical
clinical benefit over locked algorithms and can be made more explainable for
users. A clumsy roll-out could have a chilling effect on the entire field.
To paraphrase the early Christian theologian Augustine of Hippo: Give me self
control, but not yet.
Sam Surette is the head of regulatory affairs and quality assurance at Caption Health and a
former FDA reviewer.
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CHAPTER 7

Recommendations
The following recommendations are based on our year and half of reporting on
artificial intelligence in medicine. They come from industry and government
sources, informatics experts, and specialists in law and ethics who informed
our work through interviews, workshops, public meetings, and opinion pieces
published as part of this series.
Most of the recommendations center on the need for developers of clinical AI
tools to clearly demonstrate their safety, efficacy, and fairness. In order to gain
the trust of health care workers and patients alike, developers will need to include
health workers and other stakeholders in the design and implementation process.
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At minimum, they should document or make transparent the data used to train
and validate the AI systems and keep the tools’ end-users informed as to when
and how the systems will be implemented.

I M P L E M E N TAT I O N S C I E N C E

Developers of clinical AI tools should work together with health workers and
other stakeholders throughout the design and creation process. This collaboration
is especially critical when it is time to deploy the system in the health care setting.
Clinicians and nurses can help identify where, when, and how to deploy a tool
and flag any shortcomings or potential unintended consequences of incorporating
the systems into their workflows. It may be helpful to solicit external feedback
from researchers in an adjacent field, such as sociologists or anthropologists,
who can observe use of the tool in practice and evaluate its impacts on health
workers and patients. AI systems should be clearly labeled to make clear their
intended use and the data used to train and validate the tools.
1. Use an inclusive approach to developing and deploying clinical AI tools.
2. Regularly educate and solicit feedback from patients, clinicians, nurses, and
other health care workers about current and future AI projects and initiatives.
3. Clearly indicate the appropriate uses and limitations of all AI tools in use.
4. Regularly reevaluate AI tools, especially those that learn and adapt over time.

BIAS

AI algorithms that haven’t been tested on diverse populations should not be
used any more than medicines not studied in a representative population that
includes people of color. Tools that violate this principle will not only fail to
work, they will perpetuate bias and fail the fundamental test of fairness.
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1. Develop and enforce industry standards for the creation of inclusive AI
tools. These standards should establish a set of best practices for ensuring
that AI algorithms used in health care are rigorously tested and shown
effective for a broad range of people, regardless of their gender and racial
and ethnic background.
2. Prioritize the creation of diverse datasets for training and validating AI
tools in specific clinical domains. Inclusive AI is only possible if there is
enough data, with enough diversity, to expose it to all types of patients.
Leverage existing medical professional societies to support this work
within clinical specialities and across disease areas.
3. AI products should be audited for bias prior to their commercial release. If
government bodies lack the will or capability to carry out this task, it should
be taken on by an independent entity or industry groups that could grant
certifications to AI products.
4. Ensure diversity in the companies and research groups that develop AI
tools. These tools will be more inclusive and effective if people from different
backgrounds, with different perspectives, inform their development.

DATA C O M M O D I T I Z AT I O N

Data commoditization presents a kind of Catch-22 for clinical AI: In order
for tools to be fair and equitable, they must be trained on wide, diverse datasets
compiled from increasingly large patient samples. But amassing these data
carries risks when at the same time, there is no standard process to protect
patients’ identities and keep their sensitive information private. If you were to
ask a handful of bioethicists, industry observers, and health workers for the three
best ways to ensure clinical AI tools preserve anonymity and privacy, they would
likely all give you different answers. Still, they agree on some general principles.
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1. Institutions that sell or exchange patient data should make every available
effort to ensure the data has been anonymized by removing information
including birthdates, names, and free-text descriptions of patients.
2. Developers of AI tools that handle patient data should make a separate
effort to de-identify patient data, even when the institution providing the
information has done so already.
3. Any steps taken to de-identify the data should be clearly listed in descriptions
of the AI tool.
4. Developers and health care institutions should carefully assess whether their
AI tools a) could be considered research and thus require institutional review; and b) whether they should gain patient consent before developing or
deploying the tools. This includes AI systems designed to improve hospital
operations and boost cost-efficiency.

R E G U L ATO RY

Developers of AI tools should not be allowed to claim that their tools will transform the delivery of health care without first proving it in practice. Showing that
a product does what it is designed to do technically in a laboratory is different
than proving it will improve the care of patients in messier, more complicated
clinical settings. The question used to measure AI tools should be the same one
used to measure any intervention in medicine: Did the patient do better, or did
they do worse?
1. Develop a framework for regulating AI tools based on their level of autonomy
and the seriousness of the condition they are intended to help treat. The
FDA has issued guidelines for a risk-based approach to regulating AI, but
the scheme remains in flux even as the agency is approving dozens of new
tools. A clearer set of criteria should be applied to assessing AI tools, with
increased levels of testing and validation required for products designed to
provide autonomous diagnosis or interpretation of data.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

RECOMMENDATIONS | 199

2. Require public disclosure of the sources and demographics of data used
to validate AI algorithms. The FDA previously issued guidance calling
on developers of all medical devices to publicly report this information,
but STAT found that it had been reported for only 7 of 161 AI algorithms
approved in recent years. The FDA should require that this information be
included in public documents filed in support of AI product submissions.
3. Develop guidelines to help clinicians assess the need to inform patients
about the use of AI in their care. These guidelines should be based on the
severity of the patient’s condition, the clinical task carried out by the AI
tool, and the extent of any privacy risks associated with the use of the tool
4. The FDA should finalize its “predetermined change control” policy to
allow developers of AI products to improve and update their products within
agreed-upon parameters, without requiring new product submissions. As
part of this framework, the agency should also require developers to provide
periodic updates on the performance of their products.
5. T
 he Centers for Medicare and Medicaid Services should update its policies
for granting reimbursement for products that rely on novel technologies such
as artificial intelligence. The agency should require that manufacturers of
all products approved for increased reimbursement conduct rigorous studies
evaluating their impact on patient outcomes. Software should be recognized
as a category of innovation, rather than requiring every payment be tied to a
physical device.
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4 steps for AI developers to build
trust in their clinical tools
By Erin Brodwin

| JA N UA RY 1 3 , 2020

As health systems deploy new tools that predict patients’ risk of serious medical

outcomes, many appear to be sidestepping the more delicate task of ensuring that
health workers trust those systems.
The conversation is changing, however, as real-world examples of the tools’
unintended consequences emerge and as health workers increasingly express
a desire for more information about the tools they’re tasked with using.
Here are four ways that developers working to design, train, and test clinical AI
systems can bring health workers into the fold and earn their trust, as explained
by experts in the industry.
W E AV E C L I N I CA L C O N T E X T I N TO T H E I R D E V E LO P M E N T

Algorithmic tools introduced to accomplish one task often have downstream
effects, and these effects can impact everyone from clinicians to nurses and
other hospital staff. To help account for some of the unforeseen ramifications
of AI systems, health workers who can provide key context should be included
throughout the tools’ development process.
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“I’m afraid we have all these readily available tools and many people think,
‘Oh hey, I’m an engineer, I can write some software inside of that,’” said Pat
Baird, senior regulatory specialist at Philips, in a panel at the Consumer
Electronics Show this week.
“We need the [clinicians] of the world to give us that context and keep us
grounded,” he added.
S H O W T H E DATA U S E D TO T R A I N T H E TO O L S

AI systems trained on limited, highly specific datasets don’t necessarily work
the same way when they are deployed on different populations, potentially
introducing errors and even resulting in worse care for those patients. For
providers, knowing exactly what evidence supports the tool — and for which
patients — is key to establishing trust.
“It comes down to the issue of transparency,” said Jesse Ehrenfeld, chair of the
board of trustees for the American Medical Association, who also spoke on the
panel. “I’ve worked in both adult and children’s hospitals and I can tell you
algorithms that work in one don’t work in the other.”
“Understanding the context where a decision is being made is critical,” he added.
W H E N YO U CA N ’ T D O T H AT, S H O W H O W W E L L I T P E R F O R M S

Of course, the nitty gritty details of how AI tools work can’t always be easily
explained. In cases where it isn’t possible to show how an algorithm comes to a
decision, developers should be able to demonstrate how well the tool performs
in a given setting, several of the speakers said.
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“When you can’t explain how an AI system comes to a decision, show its
performance,” said Christina Silcox, a policy fellow of digital health at the
Duke-Margolis Center for Health Policy.
There’s an additional hurdle here: Unlike other medical tools, AI systems
learn and adapt. Just as that creates obstacles for regulators accustomed to
granting approval on a one-and-done basis, it also presents challenges for
developers who need to update their end-users on new or improved results.
“There may be a system that on Monday gives a certain answer and on
Thursday, as the algorithms are refined, gives a different one. What’s the
right way to communicate that?” Ehrenfeld said.
LO O P I N S TA K E H O L D E R S F R O M T H E E A R L I E S T S TAG E S

Unlike medical tools such as new lab tests or clinical guidelines, there isn’t a
standard protocol for introducing new algorithm-based predictive tools into
the clinical workflow. Because of that, several experts suggested that developers
make a point to advise people in advance that the systems are being considered
and keeping them updated as the tools get closer to being deployed.
Throughout the process, developers should also keep their end-users in mind:
depending on who is going to use the tools, it may be necessary to tweak the
messaging around how, when, and why they will be used.
“We are going to have to customize” how we describe the tools, said Baird.
“Grandma might need a different explanation” than a clinician.
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Ten steps to ethics-based
governance of AI in health care
By Satish Gattadahalli

| N OV E M B E R 3 , 2020

Artificial intelligence has the potential to transform health care. It can enable

health care professionals to analyze health data quickly and precisely, and lead to
better detection, treatment, and prevention of a multitude of physical and mental
health issues.
Artificial intelligence integrated with virtual care — telemedicine and digital
health — interventions are playing a vital role in responding to Covid-19. Penn
Medicine, for example, has designed a Covid-19 chatbot to stratify patients and
facilitate triage. Penn is also using machine learning to identify patients at risk
for sepsis.
The University of California, San Diego, health system is applying AI by using
machine learning to augment lung imaging analyses for detecting pneumonia
in chest X-rays to identify patients likely to have Covid-19 complications The
U.S. Veterans Health Administration is piloting an AI tool to predict Covid-19
outcomes such as length of hospitalization and death. Mass General Brigham
developed a Covid-19 screener chatbot to rapidly stratify sick patients, facilitate
triage of patients to appropriate care settings, and alleviate the workload on
contact centers.

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 25 | 204

One problem with artificial intelligence is that its ability to interpret data relies
on processes that are not transparent, making it difficult to verify and trust output
from AI systems. Its use in health care raises ethical issues that are paramount
and fundamental in order to avoid harming patients, creating liability for health
care providers, and undermining public trust in these technologies.
AI-based health care tools have, for example, been observed to replicate racial,
socioeconomic, and gender bias. Even when algorithms are free of structural
bias, data interpreted by algorithms may contain bias that is replicated in clinical
recommendations. Although algorithmic bias is not unique to predictive artificial
intelligence, AI tools are capable of amplifying these biases and compounding
existing health care inequalities.
Most patients aren’t aware of the extent to which AI-based health care tools
are capable of mining and drawing conclusions from health and non-health
data, including sources patients believe to be confidential, such as data from
their electronic health records, genomic data, and information about chemical
and environmental exposures. If AI predictions about health are included in a
patient’s electronic record, anyone with access to that record could discriminate
on the basis of speculative forecasts about mental health, or the risks of cognitive
decline, cancer risk, opioid abuse, and more.
The implications for patient safety, privacy, and provider and patient engagement
are profound. For example, patients may limit their participation using patient
portals or personal medical records, or even stop using connected health devices
that collect sensor and patient generated data.
These issues have already outpaced the current legal landscape. The Health
Insurance Portability and Accountability Act (HIPAA), which requires patient
consent for disclosure of certain medical information, does not apply to
commercial entities that are not health care providers or insurers.
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AI developers, for example, are generally not considered as business associates
under HIPAA and thus not bound by the law. The Americans with Disabilities
Act does not prohibit discrimination based on future medical problems, and no
law prohibits decision-making on the basis of non-genetic predictive data, such
as decisions made using predictive analytics and AI.
As health care systems increasingly adopt AI technologies, data governance
structures must evolve to ensure that ethical principles are applied to all clinical,
information technology, education, and research endeavors. A data governance
framework based on the following 10 steps can assist health care systems embrace
artificial intelligence applications in ways that reduces ethical risks to patients,
providers, and payers. This approach can also enhance public trust and transform patient and provider experiences by improving patient satisfaction scores,
building better relationships between patients and providers, activating patients,
and improving self-management of chronic care.
Establish ethics-based governing principles. Artificial intelligence
initiatives should adhere to key overarching principles to ensure these efforts
are shaped and implemented in an ethical way. At a minimum, these principles
should affirm:
•

The technology does no harm. AI developers should exercise reasonable
judgement and maintain responsibility for the life cycle of AI algorithms
and systems and health care outcomes stemming from those AI algorithms
and systems via rigorous testing and calibration, demonstrating empathy for
patients, and profoundly understanding the implications of recommendations
stemming from those algorithms. AI developers should sign a code of
conduct pledge.

•

The initiative is designed and developed using transparent protocols,
auditable methodologies, and metadata.
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•

That AI tools collect and treat patient data to reduce biases against
population groups based on race, ethnicity, gender, and the like.

•

Patients are apprised of the known risks and benefits of AI technologies
so they can make informed medical decisions about their care.

Establish a digital ethics steering committee. Health care systems
should operationalize AI strategy through a digital ethics steering committee
comprised of the chief data officer, chief privacy officer, chief information
officer, chief health informatics officer, chief risk officer, and chief ethics officer.
These individuals and their teams are best positioned to engage the intertwined
issues of privacy, data, ethics, and technology. Health care organizations should
consider establishing these C-level positions if they don’t exist already.
Convene diverse focus groups. Focus groups that include stakeholders from
the diverse groups from whom datasets may be collected are essential to reducing
algorithmic bias. Focus groups may include patients, patient advocates, providers,
researchers, educators, and policymakers. They can contribute to requirements,
human centered design, and design reviews; identify training data biases early
and often; and participate in acceptance testing.
Subject algorithms to peer review. Rigorous peer review processes are
essential to exposing and addressing blind spots and weaknesses in AI models.
In particular, AI tools that will be applied to data involving race or gender should
be peer-reviewed and validated to avoid compounding bias. Peer reviewers may
include internal and external care providers, researchers, educators, and diverse
groups of data scientists other than AI algorithm developers. Algorithms must be
designed for explainability and interpretability. It is imperative that diversity be
promoted among AI development teams.
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Conduct AI model simulations. Simulation models that test scenarios in
which AI tools are susceptible to bias will mitigate risk and improve confidence.
Develop clinician-focused guidance for interpreting AI results.
Physicians must be equipped to give appropriate weight to artificial intelligence
tools in ways that preserve their clinical judgement. AI technologies should
be designed and implemented in ways that augment, rather than replace,
professional clinical judgement.
Develop external change communication and training strategies. As
applications of AI in health care evolve, creating a strategic messaging strategy
is important to ensuring that the key benefits and risks of health care AI will
be understood by patients and can be clearly and coherently communicated by
their health care providers. A robust training plan must also underscore ethical
and clinical nuances that arise among patients and care providers when using
AI-based tools. An effective communication and training strategy complemented
with behavioral economics will increase the adoption of AI tools.
Maintain a log of tests. A repository of test plans, methodologies, and results
will facilitate identification of positive and negative trends in artificial intelligence
technologies. This repository can be leveraged to improve comprehension of and
confidence in AI outputs.
Test algorithms in controlled experiments that are blinded and
randomized. Rigorous testing, complemented by randomized controlled
experiments, is an effective method of isolating and reducing or eliminating
sources of bias.
Continuously monitor algorithmic decision processes. AI, by its
nature, is always evolving; consequently, algorithmic decision processes must
be monitored, assessed, and refined continuously.
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As AI transforms health care, these 10 steps can assist health care systems
prepare a governance framework capable of executing AI initiatives on an
enterprise scale in a manner that reduces ethical risks to patients, enhances
public trust, affirms health equity and inclusivity, transforms patient experiences,
drives digital health initiatives, and improves the reliability of AI technologies.
At a minimum, transparency must be required of AI developers and vendors.
Access to patient data should be granted only to those who need it as part of
job role, and this data must be encrypted when it is sent externally. Patients
and providers — working with regulators from the Department of Health and
Human Services and the Food and Drug Administration — must advocate
for HIPAA protections and compliance requirements from AI developers,
consultants, information technology and digital health companies, and system
integrators. Patients should also demand informed consent and transparency
of data in algorithms, AI tools, and clinical decision support systems.
Ethical principles have become the bedrock of AI strategy in organizations
such as the Department of Defense. They should provide underpinning and
solid foundation in all health care organizations that use artificial intelligence.
Satish Gattadahalli is director of digital health and health informatics at Grant Thornton
Public Sector.
Editor’s note: A version of this article was previously published by Healthcare
IT News.
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Health care needs AI. It also
needs the human touch
By Olivier Drouin and Samuel Freeman

| JA N UA RY 22 , 2020

As friends who work as pediatricians, we’ve had several conversations recently
about artificial intelligence and its growing role in medicine. Machine learning

and computer algorithms, it seems, are on the cusp of changing the medical
profession forever.
Prestigious medical journals publish a steady stream of studies demonstrating the
potential of deep learning to replace tasks that are currently the bread and butter
of highly trained physicians, like reading CT scans of the head.
We are attuned to artificial intelligence in part because our city, Montreal, has
become an international AI hub. One of the city’s biggest teaching hospitals,
the Centre hospitalier de l’Université de Montréal, just launched an AI school
for health professionals. And to the south of Canada, U.S. presidential candidate
Andrew Yang has built a political campaign around planning for a future
disrupted by AI.
We see the writing on the wall, yet it’s hard for us in our day-to-day clinical
work to imagine a time when artificial intelligence will have a real impact on
what we do.
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It might be that, as physicians who work in a public health care system that
relies on fax machines, carbon copies, and actual rubber stamps, a system run
by AI seems like science fiction. But the prospect of a purely technological
health care system also irks us and strikes us as undesirable.
We aren’t alone in feeling this way. According to a recent Harvard Business
Review report, “patients believe that their medical needs are unique and
cannot be adequately addressed by algorithms.”
So is an AI-driven health care future one that patients will want and accept?
There is no question that machine-learning algorithms are increasingly rapid
and accurate in analyzing medical data. Diagnostic medical specialties like
radiology, which deal more with the interpretation of data than with direct
patient interactions, are the first to see artificial intelligence integrated into
their practice. But no clinical discipline will be unaffected: Tools such as
counseling chat bots and machine-learning algorithms that use data from
patient monitors are being developed for more hands-on work, such as mental
health and intensive care.
Artificial intelligence clearly has the potential to pitch in where physician
judgment falters. When doctors are tired or behind schedule, they are more
likely to prescribe opioids and unnecessary antibiotics. They also achieve lower
vaccination and cancer screening rates. The reason? Decision fatigue, by which
doctors who make countless decisions each day lose steam as the day unfolds
and increasingly rely on suboptimal default options. Algorithms that never get
tired or hungry do not experience decision fatigue.
Still, techno-utopianism does not appear to be what patients want. In the
Harvard Business Review report, people preferred receiving health advice
from a human, even when a computer was more accurate. This makes intuitive
(and self-serving) sense to us as clinicians.
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Seeking care is built around receiving the undivided attention of real human
beings, flawed as they may be. Patients, it seems, see doctors’ humanity less as
a bug and more as a feature.
As a medical student, one of us (O.D.) saw an 83-year-old man in a surgical
oncology clinic who was recovering from prostate cancer. After being greeted
and asked the simplest of questions, “How are you doing today?” the man
began to cry. He confessed feeling that, even though his cancer was cured, his
life would never be the same. He felt he had been forever scarred by his illness.
Who knows if Siri or Alexa would have triggered such a response?
An algorithm could have calculated the man’s life expectancy and determined
exactly how frequently he needed follow-up imaging and blood tests to detect a
recurrence of his cancer. But would that have been health care?
It probably depends on who you ask. In our experience, feeling properly
cared for means more than just receiving scripted advice and prescriptions
for tests and medications, something a smart, Watson-like AI physician could
conceivably do.
We have both experienced moments as clinicians when an apparently cursory
or incomplete encounter left patients dissatisfied, even if it was rational and
evidence-based. For instance, patients expect doctors to perform elements of
the physical exam that are not strictly speaking necessary and will have no
impact on the final treatment plan. Once you’ve diagnosed an ear infection
in a child with fever, you usually don’t need to look for strep throat as well,
but many parents feel good only once everything has been checked.
The truth is that every medical encounter contains an element of ritual and
performance that is therapeutic. Patients want us to ask, look, and touch in
response to their concerns, their bodies, and their unique circumstances.
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Few people appreciate a physician who seems to be working from a script, in
the room but not truly present or connected. Who is, in other words, behaving
like a machine.
It’s worth asking where high-performing AI “clinicians” would ultimately lead
us. Potentially to a less expensive and more accurate health care system that
leaves human carers in the dust, relegated in their imperfection to simpler, lowerstakes tasks they can’t mess up. Perhaps, in an act of self-preservation, doctors
would demand to be repurposed as medical bureaucrats, rubber stamping the
machines’ indefatigably consistent and unimpeachable work.
Although it can be exciting to think about the outcomes that a minimally flawed
and maximally accurate artificial intelligence system would yield, such as a 100%
detection rate for potentially deadly skin cancers like melanoma, it’s still worth
considering whether that’s the health care we really want.
How much of health care is about outcomes, and how much is about humans’
deeply social nature? Is healing someone a purely technical endeavor, or is it part
of human culture, something we have done since we decided we were better off
banding together than simply killing one another to get the next meal and sleep
in the better cave?
These questions echo broader anxieties about the impending shocks that artificial
intelligence will visit upon society in the form of massive disruptions to major
industries and fundamental transformations to how people make their living
and spend their time. In the face of these changes, Andrew Yang speaks of
the importance of promoting a “human-centered capitalism” in which the
basic unit of value is each person, not each dollar. His message is that we must
remain focused on what the human project is supposed to be about: taking care
of each other.
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We aren’t arguing for a dismissal of AI in medicine. Missing this opportunity to
harness powerful tools to improve patient care and outcomes would be foolish.
But we are arguing to keep artificial intelligence in its place, and to stake a
claim to ours.
Physicians should embrace technology that will help us make better decisions
and give us more time to focus on what we do best. Whether it is delivering
babies, accompanying individuals through their dying days, or announcing a
new diagnosis of leukemia to the parents of a 4-year-old, physicians’ greatest
contribution resides in informing, guiding, and supporting patients.
Human doctors still have a monopoly on what people want most: human care.
Olivier Drouin, M.D., is a pediatrician and researcher at Sainte-Justine University Health
Center in Montreal. Samuel Freeman, M.D., is a pediatrician and writer in Montreal.
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Machine learning for clinical
decision-making: pay attention
to what you don’t see
By Sherri Rose

| D E C E M B E R 1 2 , 201 9

Even as machine learning and artificial intelligence are drawing substantial
attention in health care, overzealousness for these technologies has created an

environment in which other critical aspects of the research are often overlooked.
There’s no question that the increasing availability of large data sources and offthe-shelf machine learning tools offer tremendous resources to researchers. Yet a
lack of understanding about the limitations of both the data and the algorithms
can lead to erroneous or unsupported conclusions.
Given that machine learning in the health domain can have a direct impact
on people’s lives, broad claims emerging from this kind of research should not be
embraced without serious vetting. Whether conducting health care research or
reading about it, make sure to consider what you don’t see in the data and analyses.
B E C R I T I CA L O F T H E DATA

One key question to ask is: Whose information is in the data and what do
these data reflect?
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Common forms of electronic health data, such as billing claims and clinical
records, contain information only on individuals who have encounters with the
health care system. But many individuals who are sick don’t — or can’t — see
a doctor or other health care provider and so are invisible in these databases.
This may be true for individuals with lower incomes or those who live in rural
communities with rising hospital closures. As University of Toronto machine
learning professor Marzyeh Ghassemi said earlier this year:
Even among patients who do visit their doctors, health conditions are not
consistently recorded. Health data also reflect structural racism, which has
devastating consequences.
Data from randomized trials are not immune to these issues. As a ProPublica
report demonstrated, black and Native American patients are drastically underrepresented in cancer clinical trials. This is important to underscore given that
randomized trials are frequently highlighted as superior in discussions about
machine learning work that leverages nonrandomized electronic health data.
In interpreting results from machine learning research, it’s important to be
aware that the patients in a study often do not depict the population we wish to
make conclusions about and that the information collected is far from complete.
B E C R I T I CA L O F T H E M E T R I C S

It has become commonplace to evaluate machine learning algorithms based
on overall measures like accuracy or area under the curve. However, one
evaluation metric cannot capture the complexity of performance. Be wary of
research that claims to be ready for translation into clinical practice but only
presents a “leader board” of tools that are ranked based on a single metric.
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As an extreme illustration, an algorithm designed to predict a rare condition
found in only 1% of the population can be extremely accurate by labeling all
individuals as not having the condition. This tool is 99% accurate, but completely
useless. Yet, it may “outperform” other algorithms if accuracy is considered
in isolation.
What’s more, algorithms are frequently not evaluated based on multiple holdout samples in cross-validation. Using only a single hold-out sample, which is
done in many published papers, often leads to higher variance and misleading
metric performance.
Beyond examining multiple overall metrics of performance for machine learning,
we should also assess how tools perform in subgroups as a step toward avoiding
bias and discrimination. For example, artificial intelligence-based facial recognition software performed poorly when analyzing darker-skinned women.
Many measures of algorithmic fairness center on performance in subgroups.
Bias in algorithms has largely not been a focus in health care research. That
needs to change. A new study found substantial racial bias against black patients
in a commercial algorithm used by many hospitals and other health care systems.
Other work developed algorithms to improve fairness for subgroups in health
care spending formulas.
Subjective decision-making pervades research. Who decides what the research
question will be, which methods will be applied to answering it, and how the
techniques will be assessed all matter. Diverse teams are needed not just because
they yield better results. As Rediet Abebe, a junior fellow of Harvard’s Society of
Fellows, has written, “In both private enterprise and the public sector, research
must be reflective of the society we’re serving.”
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G O I N G F O R WA R D

The influx of so-called digital data that’s available through search engines and
social media may be one resource for understanding the health of individuals
who do not have encounters with the health care system. There have, however,
been notable failures with these data. But there are also promising advances
using online search queries at scale where traditional approaches like conducting
surveys would be infeasible.
Increasingly granular data are now becoming available thanks to wearable
technologies such as Fitbit trackers and Apple Watches. Researchers are actively
developing and applying techniques to summarize the information gleaned from
these devices for prevention efforts.
Much of the published clinical machine learning research, however, focuses
on predicting outcomes or discovering patterns. Although machine learning for
causal questions in health and biomedicine is a rapidly growing area, we don’t
see a lot of this work yet because it is new. Recent examples of it include the
comparative effectiveness of feeding interventions in a pediatric intensive care
unit and the effectiveness of different types of drug-eluting coronary artery stents.
Understanding how the data were collected and using appropriate evaluation
metrics will also be crucial for studies that incorporate novel data sources and
those attempting to establish causality.
In our drive to improve health with (and without) machine learning, we must
not forget to look for what is missing: What information do we not have about
the underlying health care system? Why might an individual or a code be
unobserved? What subgroups have not been prioritized? Who is on the
research team?

PROMISE AND PERIL: HOW AI IS TRANSFORMING HEALTH CARE

ARTICLE 27 | 218

Giving these questions a place at the table will be the only way to see the
whole picture.
Sherri Rose, Ph.D., is associate professor of health care policy at Harvard Medical School
and co-author of the first book on machine learning for causal inference, “Targeted Learning”
(Springer, 2011).
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Other resources
Throughout our reporting, we identified a series of helpful resources for anyone
thinking about clinical AI, including developers, academics, health care workers,
and patients. The below resources include academic centers, industry groups, and
research organizations focused on ways to foster creative and inclusive innovations
in health technology, regulatory bodies that regularly solicit feedback from patients,
and other stakeholders.

1.

 he AI Now Institute at NYU (AI Now), an interdisciplinary research center
T
focused on AI’s social implications

2.

 he Jameel Clinic, the epicenter of health care and AI at the Massachusetts
T
Institute of Technology

3.

 he Algorithmic Bias Initiative at the Chicago Booth School of Business, a
T
research group that works with providers, payers, vendors, and regulators to
identify and mitigate bias in clinical AI tools

4.

OCHIN, a research institute focused on health equity and technology

5.

 merican Medical Informatics Association, a professional scientific association
A
focused on informatics

6.

 ollege of Healthcare Information Management Executives (CHIME), a
C
professional organization for chief information officers and other senior
healthcare IT leaders

7.

The Data Science Institute at the American College of Radiology

8.

 L7 International, a nonprofit focused on data standards and exchange of
H
medical record information
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9.

The Duke Institute for Health Innovation (DIHI)

10.

The Stanford Institute for Human-Centered AI (HAI)

11. Harvard Law School’s Petrie-Flom Center for Health Law Policy, Biotechnology, and Bioethics
12. T
 he U.S. Food and Drug Administration’s Center for Devices and Radiological
Health (FDA CDRH) Patient Engagement and Advisory Committee and
Digital Health Center of Excellence
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P R O M I S E A N D P E R I L : H OW A I I S T R A N S F O R M I N G H E A LT H CA R E

S TAT N E W S .C O M

A B O U T T H E AU T H O R S

Erin Brodwin is a California-based health tech reporter at STAT, where since 2019
she’s covered AI in health care, broken news about health tech companies, and
written comprehensively about wearables and their impact on digital health. She
is the co-writer of STAT Health Tech, our twice-weekly newsletter on the growing
digital health industry. Erin has also provided unique insights into the inner workings
of health tech players including Amazon, Facebook, and Google, and detailed the
challenge of health misinformation amid the Covid-19 pandemic and beyond.
Casey Ross is a national technology correspondent at STAT and co-writer of the
STAT Health Tech newsletter. His reporting examines the use of AI in medicine
and its underlying questions of safety, fairness, and privacy. Before joining STAT
in 2016, he wrote for the Cleveland Plain Dealer and the Boston Globe, where he
worked on the Spotlight Team in 2014 and was a finalist for the Pulitzer Prize.

A B O U T S TAT

STAT is a media company focused on finding and telling compelling stories about
health, medicine, and scientific discovery from the places that matter to our readers
— research labs, hospitals, executive suites, and political campaigns. With an awardwinning newsroom, STAT gives you indispensable insights and exclusive stories on
the technologies, personalities, power brokers, and political forces driving massive
changes in the life science industry — and a revolution in human health. More
information can be found at www.statnews.com.
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